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Introduction



Introduction

Capacity planners have to face two major challenges 
in 2020:

▪ Tailor Fit Pricing adoption

▪ z15 machine

We already discussed the effects of TFP on Capacity 
Management activities

We will now focus on z15 

Unfortunately not all the needed info are available 
yet; we still miss the SMF 113 Extended Counters 
manual 
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Introduction

 Important z15 performance enhancements not 
discussed in this presentation:

▪ zEDC evolution; “a processor chip based accelerator 
replaces the zEDC Express I/O card supported in previous 
IBM Z systems, delivering higher bandwidth without 
increasing CPU cost”; Nest Accelerator Unit (NXU) 

▪ CPACF support of ECC cryptographic function; 4 new 
counters have been added to the crypto counter section of 
SMF 113

▪ Use of SMT on SAP engines
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Introduction

We will publish two papers (and probably a third 

one) on z15 Capacity Planning in the September 

and October editions of our newsletter

The contents of this presentation are based on 

these white papers
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z15 processor cache architecture

 The z15 machine is the third step of a new development 
cycle started with z13

 We expect this machine will provide much better 
performance than z13 and substantial benefits also versus 
z14

 As the z14, it uses CPC drawers (5 vs 4) and single chip 
modules (SCM)

 The processor speed is also the same as z14

 However, thanks to some architectural changes the single 
processor capacity has increased

8



z15 processor cache architecture 9



z15 processor cache architecture

z14 and z15 architectures are very similar

 If the data and instructions to be processed are 

found in the Level 1 cache (L1) dedicated to each 

processor, this is called a “cache hit” 

 In this case the processor clock speed can be 

exploited well 
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z15 processor cache architecture

 If the data and instructions cannot be found in L1, you get a 
“cache miss” and the hardware tries to load them, in this order:

▪ from the Level 2 (L2) cache, which is still a cache dedicated to 
each processor

▪ from the Level 3 (L3) cache which is a cache serving all the 
processors of the same chip

▪ from the Level 4 cache (L4) of the same drawer

▪ from the L4 cache of a remote drawer 

▪ from local memory (of the same drawer)

▪ from remote memory (of another drawer)
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z15 processor cache architecture

When you get a “cache miss”, clock cycles are lost 

while waiting for data and instructions to be loaded 

into the L1 cache 

The number of lost cycles depends on how far is 

the cache level accessed

 It can range from a few cycles when the miss is 

resolved in L2 to hundreds of cycles if an access to 

memory is needed
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z15 processor cache architecture

The z14 have a maximum of 4 drawers while z15 
maximum is 5

 In both machines:

▪ a drawer includes two clusters that share the same L4 
cache in a single System Controller (SC) chip, thus 
reducing the latency when accessing it

▪ the L4 cache of the drawer is fully inclusive 

▪ a point-to-point connection among the drawers is used 
instead of the less efficient ring topology, previously used 
in z13 
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z15 processor cache architecture

 IBM significantly increased the size of many cache levels 

 The new z15 technology provides a double size of L2 cache 

for instructions (from 2MB to 4MB); this has a direct 

influence on productivity reducing the number of L2 misses

 Up to 10 processors can be served by a L3 cache in z14 

and up to 12 in z15; but the z15 L3 cache has been doubled 

(from 128MB to 256MB)

 Finally, the L4 cache has been increased from 672MB in z14 

to 960MB in z15 (960MB * 5 drawers)  
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z15 processor cache architecture

 The following table summarize the amount of cache 

available for each level (increased values in green):
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Processor cache z14 z15 

Level 1 (instructions) 128K 128K 

Level 1 (data) 128K 128K 

Level 2 (instructions) 2MB 4MB 

Level 2 (data) 4MB 4MB 

Level 3 (single chip) 128MB 256MB 

Level 3 (per CP) 12,8MB 12,8MB 

Level 4 762MB 960MB 

 



z15 processor cache architecture

“Workload capacity performance will be quite sensitive to how 

deep into the memory hierarchy the processor must go to 

retrieve the workload’s instructions and data for execution. 

Best performance occurs when the instructions and data are 

found in the cache(s) nearest the processor so that little time is 

spent waiting prior to execution; as instructions and data must 

be retrieved from farther out in the hierarchy, the processor 

spends more time waiting for their arrival. ”

From IBM Large Systems Performance Reference

18



z15 processor cache architecture

 Many other improvements, beside cache size, have been 

introduced such as:

▪ Increased TLB2 size

▪ Pipeline optimization

▪ SMT optimization

▪ Reduced cache latencies (L2->L3, L3->L4)

▪ Bus speed

 See the ‘IBM z15 Technical Guide’ Redbook for more details
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z15 benchmarks

 A new set of IBM LSPR benchmarks for z15 and z/OS 2.3 has 

been published

 Benchmark values are the ITR ratio between the capacity of 

each processor model and the capacity of a reference processor 

model which is still the 2094-701

 These benchmarks are available for all the IBM machines but, it 

is only for the z15 models that they have really been 

measured/estimated

 For all previous processor families the values are unchanged, so 

they still refer to previous benchmarks (e.g. z/OS 2.2 for z14)
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z15 benchmarks

 As usual benchmarks for three workload categories are 
provided:

▪ LOW RNI (Relative Nest Intensity): this category represents 
workloads lightly using the memory nest (shared processor caches 
and memory) 

▪ AVERAGE RNI (Relative Nest Intensity): this category represents 
workloads with an average use of the memory nest (shared 
processor caches and memory) hierarchy. This would be similar to 
the past LoIO-mix workload and is expected to represent the 
majority of production workloads

▪ HIGH RNI (Relative Nest Intensity): this category represents 
workloads heavily using the memory nest (shared processor 
caches and memory)
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z15 benchmarks

 From these benchmarks we calculate the MIPS capacity
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z15 benchmarks

You can note that a PCI value is also provided

This is the number of MIPS used by IBM when 

dealing with managers

 It is very close to the AVG MIPS capacity; the 

difference is due to the lack of precision, only 2 

decimals, of the published benchmarks
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z15 benchmarks

MSU values are provided in the SMF70MCR field of 

the SMF 70 records

For many years IBM used that to discount software 

Now the MIPS/MSU ratio is very stable so both 

metrics can be used for Capacity Management
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z15 benchmarks

The relative single CP capacity improvement of full 

speed models (701) has declined in the last years:

▪ from z9 to z10 it improved by 61%

▪ from z10 to z196 it improved by 33%

▪ from z196 to zEC12 it improved by 26%

▪ from zEC12 to z13 it improved by 12%

▪ from z13 to z14 it improved by 8%

▪ from z14 to z15 it improved by 12%
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z15 benchmarks

The following graph shows a comparison, between 

the last 3 mainframe generations, of a variability 

index calculated using the workload MIPS capacity 

as follows

Low RNI MIPS – High RNI MIPS

------------------------------------------

Average RNI MIPS
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z15 benchmarks

You can see that capacity variability grows very 

quickly with the number of processors then flattens

You can also note that z15 workload variability, in 

percentage, is less than z14 and both are much 

lower than z13

Big z15 processor models show a variability of 36%; 

It means 36% of the AVG RNI capacity
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z15 benchmarks

 If you consider even a smaller model such as the 

8561-726 (26 CPs) the LOW RNI capacity is 

42.964,0 MIPS, the AVG RNI capacity is 36.604,8 

MIPS and the HIGH RNI capacity is 32.148,9 MIPS

The difference between LOW RNI and HIGH RNI is 

about 10.815 MIPS (about 30% of the AVG RNI 

capacity)
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z15 benchmarks

 The bottom line is that it’s very important to correctly classify 

your system workloads in order to use the right benchmark 

in capacity planning studies

 To do that you need to collect and analyse the hardware 

measurement facility counters for z15 provided in the SMF 

113 records 

 Even if you could use the IBM zPCR tool we suggest to use 

the EPV for z/OS trends which can give you more 

statistically valid and complete information

33



34

SMF 113 counters



SMF 113 counters

 SMF 113 counters provide very important information to 

understand which benchmark better represents your

workload and then decide for the size of the new machine

 They also allow to understand if your workload performance, 

especially after an upgrade, is what you expect

 They also allow to identify performance issues and 

anomalies due hardware, microcode, LPAR configuration

and software cjhanges
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SMF 113 counters

 Basic counters; they are not machine dependent; same

meaning as for z13 and z14; 6 counters from B0 to B5 

 Problem state counters; they are not machine dependent; 

same meaning as for z13 and z14; 2 counters from P32 to 

P33

 Crypto counters; they are not machine dependent; same

meaning as for z13 and z14 but support of the Elliptic-Curve 

Cryptography (ECC) function has been added for z15 

(CSVN = 6); crypto counters are now 20 instead of 16 (from 

C64 to C83)
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SMF 113 counters

 Extended counters: they continue to be machine dependent; 

more counters have been added for z15 (CSVN = 6); 

extended counters are now 160 instead of 128 (from E128 

to E287)

 MT-diagnostic counters: they are not machine dependent; 

same meaning as for z13 and z14; 2 counters (from M448 to 

M449)

 See ‘The Load-Program-Parameter and the CPU-

Measurement Facilities - SA23-2260-06’ for more details
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L1M, RNI and CPI

 L1M (% of cache level 1 miss) and RNI (Relative Nest

Intensity) are needed to decide which is the benchmark 

better representing your workload
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%L1 Miss RNI Benchmark
< 3% >= 0,75 AVG RNI

< 3% < 0,75 LOW RNI

3% to 6% > 1,00 HIGH RNI

3% to 6% 0,60 to 1,00 AVG RNI

3% to 6% < 0,60 LOW RNI

> 6% >= 0,75 HIGH RNI

> 6% < 0,75 AVG RNI



L1M, RNI and CPI

 Cache level 1 miss can be calculated for z15 by using the usual 

formula (valid for all the machines): 

L1M = ((B2 + B4) / B1) * 100

 RNI can be obtained, for z15 machines, starting from this formula 

where %L3, %L4L, %L4R and %MEM have to be calculated by 

using the z15 Extended Counters:

z15 RNI = 2,9 x (0,45 x %L3 + 1,5 x %L4L + 3,2 x %L4R + 6,5 x %MEM) / 100

 Unfortunately this information is not available yet
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L1M, RNI and CPI

 CPI represents the average number of cycles needed per 

instruction 

 It can be calculated by using basic counters and the following 

simple formula (valid for all the machines):

CPI = B0 / B1

 As you can imagine there is not a Rule of Thumb for the ideal CPI 

value; however, it’s intuitive that to exploit the processor power the 

CPI value should be as low as possible
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L1M, RNI and CPI

 Measuring CPI on a regular basis will allow you to evaluate the 

effect of changes in:

▪ hardware configuration

▪ microcode

▪ exploitation of HiperDispatch

▪ LPAR configuration such as weights, number of logical processors, 

number of LPARs, etc.

▪ system and subsystem levels

▪ workload mixture

42



L1M, RNI and CPI

 You can use CPI to evaluate the benefits when moving to a new 

machine generation

 But you have to normalize the CPI values to the processor speed

old cycle

normalized new CPI = ----------------- * new CPI

new cycle

 Not an issue if moving from z14 to z15 (same speed)
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Questions ?


