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A1. The importance of TLB performance 
 
The number of CP cycles needed to perform virtual to real address translation is a significant part of 
modern mainframe capacity. This translation is done by dynamic address translation (DAT) that has 
to find the correct page for the correct address space. With 64 bit addressing the effort needed to 
perform such a translation has been greatly increased. 
 

 
Figure 11 

 
As you can see in Figure 1, only two real memory accesses may be required to reach the real address 
when 31 bit addressing was used. With 64 bit addressing up to five accesses could be needed. 
 

 
Figure 21 

                                                 
1 From “ABCs of z/OS System Programming – Volume 1” 
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The TLB (Translation Lookaside Buffer) is a small buffer that contains the last virtual address 
translations. A TLB hit greatly reduces the amount of time required to translate a virtual address to a 
real address so the TLB architecture is a key element for z/OS performance.  
 
During the last few years IBM has introduced many enhancements to TLB including: 

 1 TLB1 for data 
 1 TLB1 for instructions 
 1 TLB2 for CRSTE (Combined Region and Segment Table Entries) and PTE (Page Table 

Entries) 
 Support of 1 MB pages 
 Support of 2 GB pages 

 
Nonetheless, the amount of CP power used for address translation when a TLB miss occurs has 
remained significant. 
 
 
A2. TLB enhancements in z14 
 
On z14 the TLB/Cache structure has been greatly improved.  
 
The Level-1 TLBs for instructions and data don’t exist anymore. Their contents have been merged 
into the correspondent Level-1 cache directories. 
Each Level-1 cache directory entry now contains also the virtual address and Address Space Control 
Element (ASCE) so accessing the TLB is not needed anymore for a Level-1 cache hit.  
 
In addition, the following TLB2 enhancements have been introduced: 

 TLB2 is accessed in parallel to L2, saving significant latency compared to old style TLB1-
miss; 

 up to four concurrent translations are allowed; 
 doubling the size of the  CRSTE; 
 Increasing by 50% the size of the PTE; 
 New 64-entry TLB2 for 2 GB pages. 

 
 
A3. TLB counters and formulas 
 
The following extended counters2 are provided for TLB in SMF 113. 

 E129 – A translation has been written into The Translation Lookaside Buffer 2 (TLB2) and 
the request was made by the data cache. This is a replacement for what was provided for the 
DTLB on previous machines. 

 E130 – A TLB2 miss is in progress for a request made by the data cache. Incremented by one 
for every TLB2 miss in progress for the Level-1 Data cache on this cycle. This is a 
replacement for what was provided for the DTLB on previous machines. 

 E131 – A translation entry was written into the Combined Region and Segment Table Entry 
array in the Level-2 TLB for a one-megabyte page or a Last Host Translation was done. 

                                                 
2 The extended counters’ meaning depends on the machine model. The SMF113_2_CTRVN2 field identifies the model: 
it is 1 for z10, 2 for z196 and z114, 3 for zEC12 and zBC12, 4 for z13 and z13s, 5 for z14. 
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 E132 – A translation entry for a two-gigabyte page was written into the Level-2 TLB. 
 E134 – A translation entry has been written into the Translation Lookaside Buffer 2 (TLB2) 

and the request was made by the instruction cache. This is a replacement for what was 
provided for the ITLB on previous machines. 

 E135 – A TLB2 miss is in progress for a request made by the instruction cache. Incremented 
by one for every TLB2 miss in progress for the Level-1 Instruction cache in a cycle. This is a 
replacement for what was provided for the ITLB on previous machines. 

 E137 – A translation entry was written into the Page Table Entry array in the Level-2 TLB. 
 E138 – Translation entries were written into the Combined Region and Segment Table Entry 

array and the Page Table Entry array in the Level-2 TLB. 
 E139 – The number of Level-2 TLB translation engines busy in a cycle. 
 E143 – Increments by one for any cycle where a level-1 cache or level-2 TLB miss is in 

progress. 
 
The most important indexes you can estimate starting from these measurements are: 

 the average number of cycles required for a TLB miss; 
 the percentage of the total processing power used to serve TLB Miss. 

 
 
Average number of cycles required for a TLB miss =   
 

(E130 + E135) / (E129 + E134) * (E143 / (B3 + B5)) 
 
  
Percentage of the total processing power used to serve TLB Miss =  

 
((E130 + E135) / B0) * (E143 / (B3 + B5)) * 100 

 
Where3: 

 B0 is the number of used cycles;                                                         
 B3 is the number of penalty cycles to serve the Level-1 instruction cache; 
 B5 is the number of penalty cycles to serve the Level-1 data cache. 

 
 
A4. First results 
 
In this chapter we present the first results of a recent customer migration from z13 to z14. 
Only some days before and after the hardware upgrade have been collected so these results have to 
be considered just as an indication to be confirmed with more data. 
First overall impression is that z14 performs significantly better than z13. 
 
Discussing all the relevant performance metrics we analyzed is out of the scope of this paper so we 
will only present a comparison between the two TLB indexes discussed in the previous chapter. 
 
We analyzed separately the TLB indexes for CPU and zIIP. 
 

                                                 
3 From SMF 113 basic counters. 
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As reported in Figure 3 the average number of cycles required for a TLB miss on z14 is about 40% 
less than on z13. 
 
 

 
Figure 3 

 
The reduction of the percentage of the total processing power used to serve TLB Miss is even bigger. 
It’s about 60% less on z14 than on z13. 
This indicates that serving TLB miss is more efficient and that also the number of TLB miss has been 
reduced. 
 

 
Figure 4 


