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1 Introduction  
 
In an era of smart web applications fully exploiting the virtualization concept to ultimately run in 
the  cloud,  it is astonishing to realize that batch processing is still such an important component of 
the workload of any z/OS environment. 
 
As batch processing is not usually triggered by a user waiting for an immediate response, the 
importance of batch in performance tuning and capacity planning activities is often underestimated. 
 
Batch jobs usually run overnight, during the so called “batch window". During this time, online 
activity is restricted or even completely forbidden.  
So a good first reason to tune batch jobs is to be sure that the batch window will end before the 
agreed online start time. This is becoming more and more important because batch activity is still 
growing at many sites while the batch window is normally shrinking due to 24X7 online demand. 
 
Other reasons to tune batch jobs are:  

 batch activity may encroach on the online shift; even when not delaying the online start, it 
may  degrade overall system performance and increase costs, especially for customers using 
the WLC software cost policy; 

 many batch jobs were designed years ago so it may be possible to achieve substantial  
performance improvements by using up to date technologies.  

 
The bottom line is that tuning batch jobs is an important task. 
 In order to do that, the first mandatory step is to be able to answer to a very important question: 
“Where do my batch jobs spend all this time?”. 
 
In this paper we will try to provide that answer by analyzing in detail the SMF 30 metrics. 
 

2 SMF 30 records architecture 
 
SMF type 30 is one of the most important SMF records. It provides extensive information about any 
kind of address space activity.  
 
The SMF 30 architecture by default comprises of three record subtypes: 

 subtype 1 – written at address space initiation; 
 subtype 4 – written at step termination; 
 subtype 5 – written at address space termination. 
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In Figure 1 the milestones of an address space execution are presented. In this example address 
space starts at 6:11 in the morning, completes the first step at 6.16 and the second, final step at 
10:11. 
 
A total of 4 SMF 30 records are created: 

 1 subtype 1 at address space start; 
 2 subtype 4 at step end; 
 1 subtype 5 at address space end. 

 
 

 
Figure 1 

 
The first SMF 30 subtype 4 record provides information about address space activity in the first step 
(5 minutes elapsed).  
The second SMF 30 subtype 4 record provides the same information about the second step 
(remaining 3 hours and 55 minutes). 
 
Now let’s suppose this second step used 2000 CPU seconds and you have different accounting 
policies for CPU used before and after 8:00, how can you manage that ? 
It’s unlikely the CPU seconds would be used evenly across the step life but this would be the most 
reasonable assumption. 
 
To solve this kind of issue and provide more granular information, SMF interval accounting has  
been introduced many years ago. 
 
SMF interval accounting is not active by default; if you activate it, two additional SMF 30 subtypes 
will be written1: 

 subtype 2; these will be written at a user defined interval (see next chapter); in each of these 
records information about address space activity during the previous interval are collected; 

 subtype 3, these will be written when steps end; these records will collect information about 
address space activity from the end of the previous interval up to the step end. 

  
In our example a SMF 30 subtype 2 record would be written every 10 minutes starting from 6:16 
(start of the second step). The last of these records would be written at 10:06. 

                                                 
1 An additional subtype (6) will be produced. It will provide information about some “early” system address spaces such 
as CATALOG or GRS. They will not be discussed here because STC analysis is beyond the scope of this paper.  

T         6:11                6:16                                                                                           10:11  

30-1 30-4
30-4

A.S. start Step end
Step end
A.S end

30-5
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Two SMF 30 subtype 3 records would also be written: one including all the information about the 
complete first step, the other including all the information from the last subtype 2 (written at 10:06) 
up to the second step end. 
 
By looking at these interval records you would be able to get much more granular information and 
solve the mentioned accounting issue.   
 

 
Figure 2 

 

3 Activating and synchronizing SMF 30 interval accounting 
 
As mentioned in the previous chapter SMF 30 subtype 2 and 3 records are not produced by default. 
This is probably a hangover from the past when producing more SMF records could be an issue at 
some sites. Current systems normally collect so many SMF records, such as the one produced by 
CICS and DB2, that the overhead of additional SMF interval records has to be considered 
absolutely negligible. 
 
For many years it is possible to set a global recording interval for all the address spaces in the 
system. This means that all the address spaces will write SMF 30 subtype 2 at the same time at the 
end of the interval. Originally this was also considered as a possible issue but we haven’t found any 
real problems at any site. 
 
To activate SMF interval accounting using the global recording interval the following parameters 
have to be set in the SMFPRMxx member of the SYS1.PARMLIB library: 

 INTVAL(mm) where mm is the interval duration; suggested values are 10 or 15 minutes; 
 SYNCVAL(nn) where nn is the minute in the hour  that starts the interval; suggested value  

is  00; 
 
In addition the following parameter have to be set under SYS and SUBSYS sections: 
 

 INTERVAL(SMF,SYNC).   
 
Using the global recording interval will also make SMF 30 useful for performance analysis and 
capacity planning2.  

                                                 
2 It’s also very important to synchronise SMF and RMF data by setting the SYNCH(SMF) parameter in the 
ERBRMFxx member, used by RMF Monitor I, in your SYS1.PARMLIB library.   
 

T         6:11                6:16                        6:26                         6:36                             10:11
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Figure 3 is an example of a graph showing the daily profile of workload CPU usage. 
 

 
Figure 3 

 
The graph above has been created by aggregating SMF 30 interval records by workload type and 
converting CPU seconds to MIPS.  
 
Batch jobs seems to be the major workload.   
By using non aggregated data a list of the heaviest batch jobs can be produced and used as the 
starting point to tune some of them. 
 

 
Figure 4 

 

4 Selecting  batch jobs records 
 
As already discussed SMF 30 are written for any address space in the system. 
The first step to perform is therefore to select only the SMF 30 related to batch jobs. 
Each SMF 30 subtype provides a range of useful information to identify batch jobs; the most useful 
are: 

 SMF30SID – system ID; 
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 SMF30JBN – address space name; job name for batch jobs; 
 SMF30WID – subsystem id; it can be JES2, JES3, OMVS, STC, TSO or the address space 

name for “early” system address spaces;  
 SMF30JNM – JES number; it is composed by a prefix and a number. A 3 character prefix 

(JOB, TSU or STC) followed by a 5 digit number is normally used. STC includes also 
OMVS forked address spaces. Jobs scheduled by the APPC/MVS transaction scheduler 
(ASCH) start with an “A” followed by 7 a seven-digit number. 

 
It’s important to remember that both CICS and IMS regions could be started as jobs. Filtering them 
can easily be done if good naming conventions are enforced (e.g. CICS region job names always 
start with CX).  
However if this is not the case you can check the program name in the SMF30PGM field provided 
in subtypes 2,3 and 4. 
The value should be: 

 DFHSIP for CICS;  
 DFSRRC00 or DFSMVRC0 for IMS. 

 

5 Anatomy of a job step elapsed time 
 
A batch job is normally composed of different steps each presenting specific characteristics, 
sometimes very different, in terms of elapsed time and resource needs. So in the next chapters we 
will mainly focus on the metrics available to analyze a job step in detail. Unless otherwise stated all 
the mentioned SMF metrics are provided in SMF 30 subtype 4. 
 
The first information needed is the step total elapsed time. It can easily be calculated by using two 
SMF timestamps provided in the following metrics: 

 Date and time that the initiator selected this step (SMF30STD, SMF30SIT); it is indicated 
as Step Start in the following figures; 

 Date and time that the record was moved to the SMF buffer (SMF30DTE, SMF30TME);  it 
is indicated as the Step End in the following figures. 

 
 

 
Figure 5 

 
 
To get more details about step elapsed time the following additional timestamps are provided:  

 SMF30AST, which is the device allocation start time; it is indicated as Alloc. Start in the 
following figures; 

 SMF30PPS, is the problem program start time; it is indicated as PGM Start in the following 
figures; 

 
Using them, we can evaluate the first two possible delays in the life of a step: dataset enqueue delay 
time (Enqueue) and dataset allocation delay time (Alloc.). 
 

Step Start Step End

Step elapsed
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Figure 6 

 
They can be calculated as follows3: 

 Enqueue  =  Alloc. Start   -  Step Start 
 Alloc.  =  PGM Start  -  Alloc. Start 

 
So we split the step elapsed time into three components: 

1. dataset enqueue time4; 
2. dataset allocation time;  
3. program execution time (PGM execution). 

 
Most of job step elapsed time is normally spent in the execution phase. In Figure 7 we show an 
example of elapsed time decomposition performed on all the job steps run in a production system 
during a representative day. 
 
Three applications have been isolated5:  

 DB2APPL, a DB2 based application; 
 SASAPPL, a SAS application; 
 SECAPPL, a security application (RACF based).  

 
All the other applications have been included in OTHER. 
 

 
Figure 7 

 
SECAPPL shows a consistent value for the allocation time which accounts to about 12% of the 
elapsed time. For all the other applications (DB2APPL, SASAPPL and OTHER) more than 99% of 
the elapsed time is normally spent in the execution phase.   
 
To split the execution time we can use two additional metrics provided in SMF 30: 

 SMF30TAT, which is the System Resources Manager (SRM) transaction active time; it is 
indicated as Active Time in the following figures; 

                                                 
3 It’s worth to note that Allocation and PGM start dates are not provided; this is not an issue when the job elapsed time 
is less than one day. For jobs running for more days some assumption has to be made by looking at other SMF 30 
metrics in order to perform these calculations.  
4 It is mostly related to the first job step when datasets availability is checked for the whole job.                                          
5 The same analysis can obviously be done by isolating a single specific job step. 

Step Start Alloc. Start PGM Start

Enqueue Alloc. PGM execution

Step End

Step elapsed

APPL Steps
Total Elapsed 
Time

Total Enqueue 
Time

Total Allocation 
Time

Total Execution 
Time

% Enqueue 
Time

% Allocation 
Time

% Execution 
Time

DB2APPL 602 41.148,85             0,71                        44,53                      41.103,61             0,0 0,1 99,9
SASAPPL 379 41.156,86             0,24                        78,81                      41.077,81             0,0 0,2 99,8
SECAPPL 1.101 17.861,46             0,66                        2.243,83                15.616,97             0,0 12,6 87,4

OTHER 296.991 39.472.823,00     9.005,17                33.478,45             39.430.339,00     0,0 0,1 99,9
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 SMF30RES, is the System Resources Manager (SRM) transaction residency time; that is the 
amount of time the SRM transaction was in real storage; it is indicated as Residency Time in 
the following figures. 

 
By subtracting the active time from the execution time the step not active time (Not Active in the 
following figures) can be calculated. It represents the time the step has been swapped out for long 
wait or detected wait.  
 

 
Figure 8 

 
Not active time is irrelevant in the three applications in our example but accounts to about 27% of 
the step execution time of all the other applications. 

 

 
Figure 9 

 
We can repeat the process to calculate the step not resident time (Not Res in the following figures) 
by subtracting the residency time from the active time. It represents the time the task is active but 
it’s not resident in memory (it is swapped out) because the target MPL was not high enough to 
include it. 
 

 
Figure 10 

 
Memory resources are so abundant in the system in our example that the step not resident time is 
practically zero for all the applications. 
 

Step Start Alloc. Start PGM Start

Enqueue Alloc. PGM execution

Step End

Not Active Active Time

Step elapsed

APPL Steps
Total Execution 
Time

Total Not 
Active Time

Total Active 
Time

% Not 
Active Time

% Active 
Time

DB2APPL 602 41.103,61 26,02 41.077,60 0,1 99,9
SASAPPL 379 41.077,81 214,66 40.863,29 0,5 99,5
SECAPPL 1.101 15.616,97 76,00 15.541,05 0,5 99,5

OTHER 296.991 39.430.339,00 10.797.229,00 28.633.212,00 27,4 72,6

Step Start Alloc. Start PGM Start

Enqueue Alloc. PGM execution

Step End

Not Active Active Time
Not Res Residency time

Step elapsed
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Figure 11 

 
 
All the delay reasons discussed up to now (enqueue, allocation, long and detected wait, MPL swap) 
explain only a minor part of the step elapsed time of SECAPPL (13%) and OTHER (27,5%) 
applications and practically nothing of the step elapsed time of DB2APPL and SASAPPL. 
  
The next step is the decomposition of the residency time in Using CP time (which includes CPU, 
zAAP and zIIP time) and Not Using CP time (which essentially includes I/O, paging and mount 
time).  
 

6 Decomposing the job step residency time 
 
The decomposition of job step residency time is not as straightforward as the analysis done in the 
previous chapters. First of all you have to consider that z/OS is designed to allow overlapping of CP 
and I/O activities so the sum of CP time and I/O time could exceed the job step residency time. 
 
Application parallelism also has to be taken into account; while most batch jobs’ processing is 
pretty serial, some applications could exploit some z/OS parallel technique meaning that in this case 
even the CP time could exceed the job step residency time. 
 
Residency time major components are:  

 
 CP time; 
 I/O time and I/O wait; 
 Mount wait time; 
 Paging wait time; 
 CP wait. 
 

As we will see in the following chapters, the metrics available don’t provide a complete or clear 
picture; you need to make assumptions or use metrics from other SMF records to estimate the 
impact of some components of the step residency time. 
At the moment no metric is provided to account for the total time spent waiting for a CP.  
 
6.1 CP time 
 
A batch job can use standard CPU, zAAP and zIIP time, so all of these CP times have to be taken 
into account. 
 

APPL Steps
Total Active 
Time

Total Not 
Resident 
Time

Total 
Residency 
Time

% Not 
Resident 
Time

% 
Residency 
Time

DB2APPL 602,00 41.077,60 0,00 41.077,60 0,0 100,0
SASAPPL 379,00 40.863,29 0,00 40.863,29 0,0 100,0
SECAPPL 1.101,00 15.541,05 5,13 15.535,92 0,0 100,0

OTHER 296.991,00 28.633.212,00 1.745,97 28.631.466,00 0,0 100,0



 
EPV Technologies    

Where do my jobs spend all this time? 9

Standard CPU time is the sum of the following five components6: 
 SMF30CPT - TCB time; the CPU time used in TCB mode; since the introduction of zAAP 

and zIIP it includes zAAP eligible time (separately reported in SMF30_TIME_IFA_ 
ON_CP) and zIIP eligible time (separately reported in SMF30_TIME_zIIP_ON_CP) 
running on standard CPU; it also includes the CPU time used by USS syscalls (separately 
reported in SMF30OST7); 

 SMF30CPS - SRB time; the CPU time used in SRB mode; 
 SMF30IIP - I/O interrupt processing time; the CPU time used by the Second Level Interrupt 

Handler (SLIH) to serve I/O requests8;  
 SMF30RCT - RCT (region control task); the CPU time used by Region Control Task for 

swap related activities (Quiesce,  Restore and Swap); this time can be significant only for 
swappable address spaces (e.g. TSO and batch); 

 SMF30HPT - hiperspace processing time; the CPU time used to read from and write to 
hiperspaces. 
 

Specialty processors time is provided in the following metrics: 
 SMF30_TIME_ON_IFA – time spent using zAAP; 
 SMF30_TIME_ON_zIIP – time spent using zIIP. 

 
In Figure 12 we show the impact of CP time on the total step residency time of the applications in 
our example. 
 

 
Figure 12 

 
Practically all the CP time is standard CPU time; zIIP time is very small and zAAP time is zero9.  
DB2APPL looks really CPU bound with % CP time accounting for 40% of its steps residency time. 
SASAPPL and SECAPPL show more “typical” behaviour with % CP time accounting for about 10 
and 13% of their steps residency time.  
 
Figure 13 shows the split of standard CPU time into the five components mentioned above. As 
expected, most of the CPU time is used in TCB mode.  
 

                                                 
6 Additional variables are provided to account for CPU used at step initiation and termination; they are not considered 
here because they are not included in step residency time. 
7 SMF30OST value can be measured or estimated depending on the setting of the SYSCALL_COUNTS parameter in 
the BPXPRMxx member of SYS1.PARMLIB.  
8 The FLIH CPU time cannot be captured at the task level. 
9 It’s worth noting that this site (as many others do nowadays) uses the zAAP on zIIP feature which allows zAAP 
eligible work to run on zIIP.  

APPL STEPS

Total 
Residency 

Time
Total CPU 

Time
Total zAAP 

Time
Total zIIP 

Time
Total CP 

Time
Total not-CP 

Time % CP Time
DB2APPL 602                41.077,60          16.547,49    -              48,19         16.595,68    24.481,92          40,4%
SASAPPL 379                40.863,29          4.052,44       -              -              4.052,44      36.810,85          9,9%
SECAPPL 1.101            15.535,92          2.001,16       -              81,60         2.082,76      13.453,16          13,4%

-                 
OTHER 296.991       28.631.466,00  450.643,11  -              7.420,65   458.063,76 28.173.402,24  1,6%
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Figure 13 

 
 
 
6.2 I/O time  
 
Batch jobs normally spend much of their time doing I/O operations; so measuring the time spent 
performing I/Os and waiting for I/Os to start is mandatory in order to analyze job step residency 
time. 
 
The following metrics are provided at the step level: 

 SMF30TEP, SMF30TEF; accumulated EXCP count; 
 SMF30TCN, total device connect time. 

 
Additional metrics are provide in each DD segments: 

 SMF30DEV Device class; 
 SMF30UTP Unit type; 
 SMF30CUA Device number; 
 SMF30BLK accumulated EXCP count; 
 SMF30DCT total device connect time. 

 
The advantage of DD level metrics is that you can understand if the I/O has been served by a disk, a 
tape or any other device. 
 
By summing connect time by device type you can calculate: 

 CONNDASD, sum of disk connect time; 
 CONNTAPE, sum of tape connect time; 
 CONNOTHE, the difference between SMF30TCN and the sum of CONNDASD and 

CONNTAPE; it includes connect time to DD referring to other device types (normally zero 
for batch jobs) and connect time for I/Os not referring to any DD. 

 

 
Figure 14 

 

APPL
Total TCB 
Time

Total SRB 
Time

Total HPT 
Time

Total RCT 
Time

Total IIP 
Time

DB2APPL 16.545,0    2,0                -                0,2              0,3             
SASAPPL 3.893,8      107,7           9,2                 0,1              41,6           
SECAPPL 1.903,6      70,9              4,4                 0,1              22,2           

OTHER 442.573,7 4.532,9        42,8              1.511,4     1.982,4     

APPL STEPS CONNDASD CONNTAPE CONNOTHE
DB2APPL 602                128,54          -                79,14            
SASAPPL 379                10.880,42    2.085,87      5.941,91      
SECAPPL 1.101            2.038,16      4.310,54      659,86          

OTHER 296.991       190.468,00 810.462,53 342.328,60 
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Figure 14 shows the results of such calculations for the applications in our example.  
 
Three important observations can be made by looking at the values in the above table: 
 

1. CONNDASD for DB2APPL is very low; the reason is that these metrics refer to EXCP 
activities but unfortunately DB2 is not using the EXCP driver; 

2. CONNOTHE is very high for SASAPPL; the most common reasons for high CONNOTHE 
values are: writes to the JES spool, loads from Linklist libraries, accesses to the Catalog and 
HFS/zFS I/Os; in this case most of the time is spent writing debug messages to the JES 
spool. 

3. All these values only refer to connect time; no information is provided about disconnect 
time and wait time. 

  
For some years the following additional metrics are provided in SMF 30 about disk activity: 

 SMF30AIC, total connect time, for address space plus dependent enclaves; 
 SMF30AID, total disconnect time, for address space plus dependent enclaves; 
 SMF30AIW, total I/O pending plus control unit queue time, for address space plus 

dependent enclaves; 
 SMF30AIS, total I/O start subchannel count for address space plus dependent enclaves; 
 SMF30EIC, total I/O connect time, for independent enclaves owned by the address space; 
 SMF30EID, total I/O disconnect time, for independent enclaves owned by the address 

space; 
 SMF30EIW, total I/O pending plus control unit queue time, for independent enclaves owned 

by the address space. 
 SMF30EIS, total I/O start subchannel count for independent enclaves. 

 
Batch jobs normally don’t own independent enclaves. This is absolutely true for the applications in 
our example so in the next figure we have only added the address space plus dependent enclaves 
metrics. 
 

 
Figure 15 

 
Now we have a better measurement for  DB2APPL disk I/O activities but still in this case there are 
important observations to make: 

 DB2 asynchronous operations (e.g. pre fetch) are not included; this information is only 
provided in SMF 101; 

 the connect time is not really measured; it’s an estimated value calculated multiplying 1 
millisecond, by the number of start subchannel operations (SMF30AIS). 

 
 
 
 

APPL STEPS CONNDASD CONNTAPE CONNOTHE SMF30AIC SMF30AID SMF30AIW  SMF30AIS 
DB2APPL 602                128,54          -                79,14            10.474,12        5.039,84          2.001,50          10.474.135        
SASAPPL 379                10.880,42    2.085,87      5.941,91      12.365,89        10.227,01        3.301,31          12.365.900        
SECAPPL 1.101            2.038,16      4.310,54      659,86          6.259,86          2.069,41          1.025,88          6.259.875          

OTHER 296.991       190.468,00 810.462,53 342.328,60 1.109.245,50  1.345.196,55  218.180,25     1.109.250.000  
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As you can imagine only a very rough estimate of the step I/O time can be done by using these 
metrics. In the following table we used this formula: 
 

Total I/O Time = SMF30AIC + SMF30AID + SMF30AIW + (CONNTAPE * 2)10 
 

 
Figure 16 

 
The SECAPPL Total I/O Time exceeds the step residency time by 16%. If you also add the CP 
Time, the CP and I/O time exceed the residency time by 29%.  
 
As discussed before, this could be possible because of parallelism and overlapping. Another 
possible reason is an error in our estimate.  
This application doesn’t use DB2 so you’d expect that sum of CONNDASD and CONNOTHE11 
would be very close to SMF30AIC.  
As you can see this is not true: the SMF30AIC value is much higher. So in this specific case it 
seems that the 1 millisecond connect time on which is based SMF30AIC is not a good estimate for 
SECAPPL average connect time.  
 
 
6.3 Other waits 
 
If a job step shows connect time accessing tapes (CONNTAPE) you expect to find some tape mount 
delay. Unfortunately there is no direct information provided in SMF 30 about that. 
 
The only useful metrics are: 

 SMF30PTM, the number of non-specific tape mounts (e.g. scratch tapes); 
 SMF30TPR, the number of specific tape mounts. 

 

 
Figure 17 

 

                                                 
10 To take into account tape disconnect and pending time. A better estimate can be made using other SMF records (e.g. 
SMF74). 
11 CONNOTHE I/Os are normally to disks.  

APPL STEPS Total Residency Time Total I/O Time %  I/O Time
Total not-CP not-I/O 

Time
% not-CP not I/O 

Time
DB2APPL 602                41.077,60                       17.515,46                       43% 6.966,46                         17%
SASAPPL 379                40.863,29                       30.065,95                       74% 6.744,90                         17%
SECAPPL 1.101            15.535,92                       17.976,23                       116% 4.523,07-                         -29%

-                                    
OTHER 296.991       28.631.466,00               4.293.547,36                 15% 23.879.854,88               83%

APPL STEPS
not specific 

tape mounts
specific       

tape mounts
DB2APPL 602                13 13
SASAPPL 379                16 42
SECAPPL 1.101            34 80

OTHER 296.991       2349 1056
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With current virtual tape technologies a non-specific mount is served in a fraction of a second. Even 
specific mounts are served in about 1 second if they resolve to a hit (the logical tape volume is still 
in the tape volume cache).  
 
The real issue could be specific mount miss (e.g. logical tape recall). The mount wait time in this 
case is in the order of minutes (normally from 1 to 3). Additional metrics provided in other SMF 
records (e.g.  IBM VTS and ORACLE VSM user records) have to be used to get a good estimate 
for each specific application.     
 
Figure 18 shows the distribution of tape mounts by type on the system used in our example. As you 
can see there are very few recalls and they appear only at certain periods. 
 
 
 

 
Figure 18 

 
Another possible wait reason is wait for paging. Also in this case a direct measurement of paging 
wait time is not available.  
 
The most useful metrics are: 

 SMF30PIA, number of private area page-ins from auxiliary storage; 
 SMF30VPI, number of VIO page-ins from auxiliary storage; 
 SMF30CPI, number of common area page-ins (LPA + CSA) from auxiliary storage. 

 
You should estimate the average wait time for taking one page from auxiliary storage to central 
storage by using additional metrics provided in other SMF records (e.g. SMF 71, 74 and 75).  
 
Paging wait time is not relevant for the applications in our example. 
 
Finally we have to consider what is normally one of the major wait reasons for batch jobs: waiting 
for a CP. 
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As mentioned at the beginning of this chapter no metric is provided to account the total time a job 
step spent waiting for a CP. At the moment the only solution is estimating it as the difference 
between the residency time and the sum of CP time, I/O time, mount wait time and paging wait 
time. 

7 Conclusions 
 
Metrics provided in SMF 30 allow a detailed analysis of the life of a batch job step. 
However this analysis is not that easy and straight forward especially when dealing with the step 
residency time. 
The real meanings of some metrics have to be clearly understood and some assumptions, based on 
metrics available in other SMF records, have to be made. 
Nevertheless systematic usage of this information will allow you to get a good understanding of  
where your batch jobs spend their time which is the mandatory first step in order to tune them. 
 
 
 

 


