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1 Introduction 
 
SRM (System Resource Manager) is an essential component of the z/OS system.  
It is the basement on which WLM has been built and it works together with WLM to determine 
which address spaces should be given access to system resources and the rate at which each address 
space is allowed to consume these resources. 
 
SRM has two fundamental goals: 

 distributing system resources among individual address spaces in accordance with the 
installation's response, turnaround, and work priority requirements;  

 achieving optimal use of system resources as seen from the viewpoint of system throughput. 
 
To reach its goals SRM periodically enters the system to monitor and balance resource utilization. 
The amount of CPU used by SRM to do its job is the “SRM overhead”. Obviously, you can’t 
completely eliminate this overhead but you can try to reduce it. 
 
In this paper, after a short introduction to the “SRM seconds” concept, we will discuss the 
possibility to tune the RMPTTOM parameter in order to reduce the SRM overhead. 
 
We will also show what you can do to estimate the obtained results in terms of overhead reduction. 
 

2 SRM seconds 
 
Many of the SRM functions are periodically invoked by the SRM Timer DIE (Disabled Interrupt 
Exit).  These routines are intended to run after a fixed amount of work executes on a CP regardless 
of the speed of the processor so real seconds can’t be used. 
To be independent from processor speed SRM uses SRM seconds. For each machine generation, a 
real second is split into a certain number of SRM seconds that increases with the machine power.  
 
In the table below, we show the number of SRM seconds per real second of the last 5 machine 
generations (full speed models).   
 

Machine generation Model SRMsec/REALsec 
z9 2094-7xx 686,8128 
z10 2097-7xx 1106,1941 
z196 2817-7xx 1436,7808 

zEC12 2827-7xx 1811,5932 
z13 2964-7xx 2032,5192 

Figure 1 
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You can find the complete list of mainframe machines and models, with the correspondent SRM 
seconds per real second values, at the following link.  
 
https://www-304.ibm.com/servers/resourcelink/lib03060.nsf/pages/srmindex?OpenDocument  
 

3 RMPTTOM 
 
Users can influence the rate at which SRM is invoked by setting the RMPTTOM parameter  
specified in the IEAOPTxx member of SYS1.PARMLIB. 
 
This is the RMPTTOM description provided in the “MVS Initialization and Tuning Reference” 
manual: 
 
“Specifies the SRM invocation interval. The specified real-time interval is adjusted by relative 
processor speed to become SRM time in order to ensure consistent SRM control across various 
processors.” 
 
The table in Figure 2 shows the effect of the same RMPTTOM value on the SRM invocation 
interval on z9 and z13 machines. 
We used RMPTTOM=3000 which is the default value since about 10 years (when the z9 machines 
were released). 
 

Machine RMPTTOM (ms) SRMsec/REALsec SRM rate SRM invocation interval (ms)
z9 3000 686,8128 228,9        4,368                                                
z13 3000 2.032,5192 677,5        1,476                                                 

Figure 2 
 
SRM rate is the rate SRM enters the system to perform its functions; it is calculated dividing 
SRMsec/REALsec by RMPTTOM.  
The SRM invocation interval is therefore calculated as: 1 / SRM rate * 1000 
 
Increasing the RMPTTOM value reduces the overhead caused by SRM activity but it may also 
reduce the accuracy of the data on which WLM/SRM decisions are based and WLM/SRM 
responsiveness to changes in the system.  
 
So depending on workload characteristics and service requirements you have to find the optimal 
value which will allow you to reduce as much as possible the SRM overhead without compromising 
the WLM/SRM efficiency.  
 
The table in Figure 3 shows the effect of different RMPTTOM values on the SRM invocation 
interval on z13 machines. 
 

Machine RMPTTOM (ms) SRMsec/REALsec SRM rate SRM invocation interval (ms)
z13 1000 2.032,5192 2.032,5     0,492                                                
z13 3000 2.032,5192 677,5        1,476                                                
z13 10000 2.032,5192 203,3        4,920                                                
z13 50000 2.032,5192 40,7           24,600                                              

Figure 3 
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4 Measuring the SRM overhead 
 
Unfortunately, there is no direct way to measure the SRM overhead. 
 
Generally speaking the SRM overhead depends on: 

 SRM invocation interval (influenced by RMPTTOM); 
 Number of Address Spaces in the LPAR; 
 Number of LPARs; 
 Utilization of the logical CPs. 

 
However, we know that all the CPU time used by SRM is not captured. So comparing the system 
capture ratio with different RMPTTOM values, of the same workload and configuration, you can 
get an indication of the SRM overhead reduction or increase. 
 
All the graphs provided here refer to stable systems1. Each line is not just one day but it represents  
the average values calculated across the hours of one week before and one week after the 
RMPTTOM change. 
 
The first graph in Figure 4 shows the effect of increasing RMPTTOM from 3000 to 10000 on a 
production system running a TP workload, at medium-high utilization, using about 1500 MIPS in 
the peak hours and running more about 400 address spaces. 
You can see an increase of about 2% in the capture ratio values, in the peak hours (7-17), which 
corresponds to a similar reduction in the SRM overhead. 
 

 
Figure 4 

                                                 
1 Measuring differences in capture ratio on very variable systems is difficult and requires a deep knowledge of system 
workload and configuration. 
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The second graph in Figure 5 shows the effect of increasing RMPTTOM from 3000 to 10000 on a 
production system running a batch workload, at high utilization, using more than 6000 MIPS in the 
peak hours and running about 900 address spaces. 
  
You can note an increase between 1 and 2% in the capture ratio values, in the peak hours (10-17 
and 20-21), which corresponds to a similar reduction in the SRM overhead. 

 

 
Figure 5 

 
The total savings can be estimated in a minimum of 90 MIPS (both production systems). 
No meaningful change in service levels and WLM performance indexes has been measured. So the 
customer decided to stay with RMPTTOM=10000 and try higher values in the near future. 
 
The last graph in Figure 6 shows the effect of increasing RMPTTOM from 3000 to 50000 on a 
sandbox system running only STCs, at low utilization, using about 40 MIPS and running about 120 
address spaces. 
 
We increased RMPTTOM much more than in production because WLM/SRM efficiency is 
normally not an issue in this kind of systems. 
  
You can note an increase of about 10% in the capture ratio values, which corresponds to a similar 
reduction in the SRM overhead. 
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Figure 6 

 
In this case, the saving can be estimated in about 4 MIPS.  
 
This setting will be extended to other two similar systems at this customer site. 
 

5 Conclusions 
 
The default value of RMPTTOM, determining the SRM invocation interval and therefore 
influencing the SRM overhead, is unchanged for 10 years. 
 
By increasing RMPTTOM you can get significant reductions of the SRM overhead but you have be 
careful to avoid impacting WLM/SRM efficiency.  
 
Based on the considerations discussed in this document you can figure out what would be a good 
value for your systems and how you can measure resulting benefits in terms of CPU savings. 
 


