
 

EPV Technologies    

Practical Capacity Planning in 2010 – zAAP and zIIP 1

 

Practical Capacity Planning in 2010 

zAAP and zIIP (Part 1) 

 
Fabio Massimo Ottaviani – EPV Technologies 

White paper  
 

1 Introduction  

 

When IBM released zAAP (2004) and zIIP(2006) most companies decided to acquire a few of these 

specialty engines (sometimes just one) to verify if they really could help in reducing software costs. 

This is probably the reason why Capacity Planning activities to size these specialty processors have 

been performed in a very rough and ready way at the beginning. 

 

The situation in 2010 is completely different: zAAP and zIIP have become an essential hardware 

resource at many customer sites (many companies use a lot of zAAP and zIIP) and managers now 

understand very clearly that their exploitation can allow considerable software cost  savings. 

 

So zAAP and zIIP Capacity Planning has to be much more accurate than in the past.  

 

From a conceptual point of view the process is always the same: 

• evaluate current capacity (or expected capacity if you don’t have zAAP and zIIP yet); 

• estimate the utilization baseline; 

• estimate the workload growth; 

• forecast future resource needs. 

 

However zAAP and zIIP implementation presents some unique characteristics which require special 

care when performing the above Capacity Planning steps. This paper discusses them. 

2 Premise: zAAP on zIIP  

 

In the z/OS 1.11 Software Announcement, dated August 18-2009, IBM announced an interesting 

new enhancement, zAAP on zIIP, that can enable System z Application Assist Processor (zAAP) 

eligible workloads to run on System z Integrated Information Processors (zIIPs).  

 

This function can be very useful for customers having low zAAP and zIIP eligible workloads that 

would not justify the cost of purchasing both a zAAP and a zIIP engine. 

By combining both workloads on a single zIIP the acquisition cost may be justified more easily. 

 

The “zAAP on zIIP” function could also be used to improve flexibility and economy of scale at 

many customer sites.  

 

It’s very likely that most companies will exploit this function so in the following chapters zAAP 

and zIIP will be discussed based on the assumption that only zIIP will be used. 
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3 Evaluate current capacity  

 

In contrast to standard CPUs no MIPS tables are provided for the zIIP.  

 

Generally speaking MIPS tables should only be used as a reference and not for capacity planning 

purposes. The following example may help understand why. 

 

Suppose you have a IBM 2097-715 + 4 zIIP running a LoIO Mix workload; customers can estimate 

standard CPU and zIIP capacity starting from the MIPS tables using an optimistic or a pessimistic 

approach. 

 

An optimist, considering the CPU and zIIP pools completely independent
1
, would estimate: 

• Standard CPU capacity, based on a  IBM 2097-715 = 10.132 MIPS  

• zIIP capacity, based on a IBM 2097-704 = 3.279 MIPS 

 

A pessimist, considering the CPU and zIIP pools as a unique pool
2
, would estimate: 

• Standard CPU capacity, based on a  IBM 2097-719 = 12.282/19*15 = 9.696 MIPS  

• zIIP capacity, based on a IBM 2097-719 = 12.282/19*4 = 2.586 MIPS 

 

As you can see there is a big difference between the results obtained with these two different 

approaches especially for zIIP. From the capacity planning point of view it is normally advisable to 

use the pessimistic approach however the best solution is found using the zPCR tool provided by 

IBM. 

 

The following table shows the estimates obtained using zPCR. 

 

 
Figure 1 

 

                                                
1
 It means that adding zIIP doesn’t increase multi processor overhead. 

2
 It means that adding zIIP does increase multi processor overhead in the same way as adding standard CPU. 
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Another difference is the possibility running full speed specialty processors together with standard 

CPU running at reduced capacity
3
. The SMF30SNF and R723NFFS SMF fields

4
 provide the 

normalization factor to convert zIIP to standard CPU capacity.  

So if you decide to not use zPCR and do a rough estimate you have to remember to take that into 

account.  

4 Estimating the utilization baseline  

 

Estimating the utilization baseline is an essential step of the capacity planning process; it answers a 

very complex question: how much is a resource used ? 

 

It may look simple but there are a lot of other questions hidden inside it such as: 

• What reference interval to use (30 minutes, 1 hour, a longer interval) ? 

• Which hours of the day to consider (just a couple of peak hours, 8-18, 24 hours) ?  

• Which days to include (just some specific days, working days, all days) ? 

• What is a representative period of the month/year to base it on ? 

 

Once you have answered all these questions you need to use an algorithm (such as top values, 

average, percentiles, etc.) to get the baseline value. The process to estimate zIIP baseline is 

conceptually the same but there are important differences to consider. 

 

Current zIIP implementation allows the redirection of zIIP eligible work onto standard CPUs if 

there is excessive queuing for zIIPs. You can avoid that by setting the IIPHONORPRIORITY 

parameter in IEAOPTxx member to NO (default value is YES) but most customers normally leave 

it set to YES because they prefer to guarantee the best performance for their applications. 

  

The portion of zIIP eligible work running on standard CPUs can be considered as the satisfied part 

of zIIP latent demand
5
.  It’s easy to understand that, due to the fact that software costs are charged 

based on standard CPUs utilization only, one of the goals of zIIP capacity planning is to minimize 

this demand.  

 

To do that you have to add to the current zIIP utilization the part of zIIP eligible work running on 

standard CPUs when estimating the zIIP baseline
6
. 

 

Starting with the measurements provided in the R723CSUC SMF field
7
, you have to: 

- convert service units measurements  to time,  

- sum the consumption of all the service class periods,  

- normalize processor speed, if needed 

- increment the measured numbers by adding the uncaptured CPU used. 

 

The following table shows an example of the capture ratio profile. Values are normally higher than 

90% with peaks at 95% in the analyzed system.  

                                                
3
 IBM 2098 and 2097-400, 500 and 600 models.  

4
 SMF 30 and 72 records. 

5
 If standard CPUs are saturated you should also try to evaluate additional zIIP and/or CPU latent demand.  

6 When using the zAAP on zIIP function all the zAAP eligible work is accounted as zIIP eligible.  
7
 SMF 72 record; R723CSUC is empty if you don’t have any zIIP installed; in this case to get zIIP eligible 

measurements you have to set PROJECTCPU=YES in the IEAOPT member of SYS1.PARMLIB.   
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Figure 2 

 

Using the previously described algorithm the amount of standard CPU MIPS used by zIIP eligible 

work can be estimated. 

 This information is provided automatically in the System IIPCP Utilization view in EPV for z/OS 

(see Figure 3). 

 

 
Figure 3 

 

It’s important to note that the R723CSUC measurements refer to the work already marked zIIP 

eligible
8
 which could entirely be run on zIIP if enough engines were available.  

 

Other steps of the zIIP capacity planning process will be discussed in the second part of this paper. 

 

 

 

                                                
8
 This work is only a part of the potential zIIP eligible work.   


