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1 Introduction 
 
The technological evolution of IBM machines is continuously increasing the single processor 
power; at the moment a uniprocessor z9 EC machines (Central Processing Complex - CPC) 
provides a processing power of about  580 MIPS. 
This is forcing many companies to allocate much more Logical Partitions (LPARs) than in the past 
in a single machine. This aggregation requires to review the LPARs configuration in order to avoid 
a big increase in the PR/SM overhead. 
In the following chapters the reasons of this overhead and some “best practices” to reduce it will be 
discussed. 

2 PR/SM overhead and related performance issues 
 
The RMF Partition Data Report shows two direct measures of the PR/SM overhead: 
 

1. On each CPC, the overhead due to PR/SM management of all the LPARs is assigned  to a 
fictitious partition called PHYSICAL; this is the CPU usage that can not be attributed to the 
LPARs;  

2. On each LPAR, the overhead due to PR/SM LPAR communication. 
 
Unfortunately both of these measures are only a part of the real PR/SM overhead. 
 
Non measurable overhead is essentially due to cache contention; the access to these devices is much 
faster than the access to real memory (so cache hits are a key factor of processing speed); when 
PR/SM steals a processor from a LPAR and assigns it to another, the second LPAR reloads data and 
programs, replacing the instructions of the first one; when the control is given back, the first LPAR 
must reload some data and programs from real memory; the CPU cycles needed to access real 
memory are much more than those needed to access the cache1.  
This consumption is assigned to the address space or enclave in execution. To measure this 
overhead you need to have stable workloads and measure their consumption in different partitioning 
conditions, possibly even with a CPC dedicated to a single partition.  
 
All the described overhead types depends on: 

 
� The number of active LPARs; 
� The number of logical CPs; 
� The LPARs load. 

 

                                                
1 IBM says that this kind of overhead has been greatly reduced in new machines but many customers still experiments 
this kind of problem. 
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The number of active LPARs is normally an architectural issue while the LPARs load is related to 
business cycles.   
So the number of logical CPs represents the only real tuning opportunity.  it has to be maintained as 
low as possible to reduce the PR/SM overhead. 
 
A lower number of logical CPs gives also other performance benefits: 

 
� Reduce logical CPs queuing; a logical CP to take control has to be dispatched by PR/SM on 

a physical CP; as soon as the logical CP to physical CP ratio increases, the time spent in the 
queue can become consistent and cause application degradation; 

� Reduce the Short CP effect; depending on the share of processing resource and the number 
of logical CPs assigned to the LPAR, PR/SM will determine the time the LPAR is 
dispatched on the physical CPs; this time will be divided by the number of logical CPs 
assigned to the LPAR, so if the number of logical CPs is high the LPAR has to be 
dispatched many times in order to do a certain amount of work; if the number of logical CPs 
is reduced, the LPAR will be dispatched less times with improved performance and 
overhead reduction; a visible result of the Short CP effect is that an LPAR is suffering for 
lack of CPU when there is available power in the CPC.   

 

3 Best practices 
 
Based on the previous considerations the following best practices could be defined: 

1) Only needed LPARs should be activated (so keep d/r LPAR or test/developing LPAR 
inactive if they are not used). 

2) Try to reduce the total number of logical CPs on a single machine. 
3) Try to reduce the short CP effect giving to each LPARs the number of logical CPs 

appropriate to the LPAR weight. 
 
To correctly set the number of logical CPs and weights, historical information about LPARs CPU 
usage has to be collected and analyzed. 
 

  

DATE SYS1 SYS2 SYS3 SYS4
03/11/2006 1.670 1.735 42 152
02/11/2006 1.898 1.507 42 148
31/10/2006 2.069 1.377 43 152
30/10/2006 1.536 1.429 40 142
27/10/2006 1.980 1.294 46 145
26/10/2006 1.935 1.498 49 149
25/10/2006 1.675 1.756 47 155
24/10/2006 2.047 1.680 47 186
23/10/2006 1.902 1.569 43 151
20/10/2006 1.735 1.546 47 151
19/10/2006 1.733 1.517 48 165
18/10/2006 1.878 1.945 45 147
17/10/2006 1.748 1.591 44 130
16/10/2006 1.651 1.672 42 124

SERIAL=A36F / MIPS UTILIZATION
PARTITIONS

 
Figure 1 
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Many EPV reports could be helpful to do a very quick and accurate analysis. 
Figure 1 shows an example of the CEC UTILIZATION DAY TREND in the DAY TREND 
VISION. 

 

4 Conclusions 
 
Two major benefits can be obtained by setting a “tuned” PR/SM configuration: 
 

1) reduced PR/SM overhead due to reduction in the number of logical CPs; 
2) reduced Short CP effect due to optimal logical CPs and weight assignment. 

 
Historical information about LPARs CPU usage has to be collected and analyzed before applying 
any change. 
 
 
 
 
 
 
 


