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1 Introduction 
 
The capacity of recent mainframe machines is largely determined by the capability of the z/OS 
system and workload components to exploit the processor cache architecture.  
 
The optimal situation, the lowest number of processor cycles used per instruction, occurs when data 
and instructions are available in the Level 1 cache. 
Performance becomes progressively worse as data and instructions are found in the higher levels of 
cache, including the memory, and eventually in a different book or node/drawer. 
 
The likelyhood of finding the necessary data and instructions, in the levels of cache closest to the 
processor, depends on the probability of the same workload running as much as possible on the 
same logical and physical processor. 
To maximize this probability a close cooperation between the z/OS operating system and the 
PR/SM hypervisor is required. This cooperation has been realized through a highly complex 
component called HiperDispatch. 
 
In this paper, we will focus on the metrics available in SMF 70 records that have to be used to 
understand the HiperDispatch activity and measure its effectiveness. 
Some real life examples, based on EPV for z/OS views, will also be discussed. 
All formulas and examples applies both to standard CPU and to zIIP except those referring to 
Group Capacity, which applies to CPU only. 
 

2 Activating HiperDispatch 
  
HiperDispatch activation is determined by the HIPERDISPATCH parameter in IEAOPTxx. 
Beginning with z/OS 1.13 and z196, HIPERDISPATCH=YES is the default. 
 
It’s strongly recommended to activate HiperDispatch on every z/OS system; however, if, for any 
reason, you don’t want to do that, you have to remember that HiperDispatch is activated, whatever 
you write in IEAOPTxx; 

 if you run on z13 and Simultaneous Multi-Threading is enabled1; 
 if an LPAR has more than 64 logical processors assigned. 

 
It is important to note that LPARs using HiperDispatch require global performance data control 
authority2 to work properly. 

                                                 
1 PROCVIEW=CORE is set in IEASYSxx. 
2 If the global performance data control authority is set, each LPAR SMF 70 record also provides information about all 
the other LPARs in the machine. 
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“If this capability is not allowed, WLM will be unable to understand capacity that is used by other 
LPARs and will use all logical processors. Using all logical processors will result in suboptimal use 
of cache, reducing the capacity of the partition when more logical processors are defined compared 
to the share of the partition. This can also result in the "short CP" effect where a logical processor 
may have a unit of work dispatched while removed from a physical processor for significant 
intervals. This can lead to response time problems.3” 
 
Finally, when HiperDispatch is active, Intelligent Resource Director (IRD) logical CPU 
management is disabled, whatever is set in IEAOPTxx. 
IRD can still be used to manage LPAR weights; if used, it will influence logical processors vertical 
polarization. 
 
The bits setting of the SMF70HHF field tells you if HiperDispatch is active or not.  
This information is also provided in the SYSTEMS view of EPV for z/OS. 
 

 
Figure 1 

 

3 Vertical Polarization 
 
The relevant metrics provided in SMF70 to analyze HiperDispatch vertical polarization are: 

 SMF70POF, logical processor vertical polarization flags: 
 00 Horizontally polarized or polarization not indicated; 
 01 Vertically polarized with low entitlement; 
 10 Vertically polarized with medium entitlement; 
 11 Vertically polarized with high entitlement. 

 SMF70POW, logical processor vertical polarization share.   
 
HiperDispatch will assign each LPAR’s logical processors to one of the following groups: 

 high vertical polarity logical processors (VH); they will have a target share corresponding to 
100% of a physical processor (CP); they will always be dispatched to the same CP or chip; 

 medium  vertical polarity logical processors (VM); they will have a target share greater than 
0% and less equal 100% of one CP4; they get the remainder of the LPAR’s shares after the 
allocation of VH; at least one VM is needed unless special cases; 

                                                 
3 From PR/SM Planning Guide. 
4 “A VM can have an entitlement of 100% if the LPAR target CPs are equal to X.0 and the number of logical processors 
assigned to the LPAR in the HMC is greater than X. In this case one VH will be set as a VM with a 100% CP share.  
This VM will be the anchor point for the potential un-parked VLs that will eventually join the VM pool”. Thanks to 
Alain Maneville (IBM) for this correction. 
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 low vertical polarity logical processors (VL); they will receive a target share of 0% of a CP; 
they are not needed to fully utilize the LPAR share but to use excess capacity left available 
by  other LPARs; they can be parked; when un-parked they take part of the VM share. 

 
Vertical polarization is based on the number of CPs of the CEC, the number of logical processors 
assigned to the LPAR and the LPAR current weight5. 
 
LPAR weight is provided in the following record fields: 

 SMF70BPS, initial weight; 
 SMF70ACS, current weight. 

 
The first step of vertical polarization is to calculate the LPAR target CPs by using the following 
simple formula: 

 
Figure 2 

 
Let us suppose LPARA and LPARB runs on a CEC with 10 CPs. 
LPARA has a weight of 670 and 10 logical processors assigned while LPARB has a weight of 330 
and 6 logical processors assigned. 
 
The number of target CPs for these LPARs is: 
 

 LPARA: 670 / (330 + 670) * 10 = 6,70 CPs  
 LPARB: 330 / (330 + 670) * 10 = 3,30 CPs  

 
Starting from the number of LPAR target CPs, in the h.mm format, h is the number of VH and mm 
is the fraction of a CP that has to be used by VM (and VL when un-parked). 
The number of VL is then calculated by difference by subtracting the number of VL and VM from 
the total logical processors assigned to the LPAR. 
 
To guarantee good performance HiperDispatch requires a VM to have at least 50% share of a CP. 
So when the average VM share is lower than 0,50 (50% CP share) the number of VH is reduced by 
1 and its share is donated to the VM pool. 
 
In our example, the result of HiperDispatch vertical polarization is:  

 6 VH (100% CP share each), 1 VM (70% CP share) and 3 VL for LPARA; 
 2 VH (100% CP share each), 2 VM (65% CP share each) and 2 VL for LPARB. 

 
As you can see only 2 VH are used for LPARB and the VM pool share becomes 130% in order to 
provide a 65% CP share to each of the 2 VM. 
 
 
 

                                                 
5 If IRD is not active, the current weight is always equal to the initial weight. 
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The following exceptions to the general rules apply6: 

 if hh.mm < 1; if the number of logical processors assigned to the LPAR in HMC is equal to 
1 then only 1 VM is used, otherwise 2 VM are used; 

 if hh.mm = x.0, if the number of logical processors assigned to the LPAR in HMC is 
less/equal x then x VH are used, otherwise x-1 VH and 1 VM are used;  

 if hh.mm < 2; 2 VMs are used even if hh.mm greater than 1.507. 
 
The share of each LPAR logical processor is provided in the SYSTEM CPU USAGE view. The 
LPAR in Figure 3 has assigned 3 VH (100% CP share), 1 VM (69,6% CP share) and 2 VL. 
 

 
Figure 3 

 

4 Effects of logical processors parking 
 
The relevant metric to analyze HiperDispatch parking activity is SMF70PAT. By using it you can 
calculate the percentage of time a logical processor is parked; also this information can be obtained 
by the SYSTEM CEC USAGE view by choosing the appropriate metric in the combo box. 
 

 
Figure 4 

 
As you can see in Figure 4, the VL logical processors are usually parked during the morning and 
mostly un-parked in some hours in the afternoon especially at 16 and 17. 
The busy percentage of VL logical processor in those hours is close to 80% (see next figure).  
 

                                                 
6 IBM provides the free LPAR Design tool displaying the number of VH, VM and VL logical processors based on your 
definitions: http://www-03.ibm.com/systems/z/os/zos/features/wlm/WLM_Further_Info_Tools.html#Design  
7 “It applies to z13 and z13s with MCL bundle 24 installed”. Thanks to Alain Maneville (IBM) for this correction. 
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Figure 5 

 
HiperDispatch parking activity influences two very important metrics: 

 the percentage of MVSBUSY,  
 the number of online logical processors. 

 
The percentage of MVSBUSY has to be calculated taking into account the logical processors 
parked time by using the following formula8: 
 

 
Figure 6 

 
The number on online logical processors has to be more detailed with HiperDispatch. We need also 
to know the number of online and not parked logical processors. It shows the effect of the activity 
of HiperDispatch in reducing the overhead by managing the number of logical processors. 
 
This information can be obtained by using the following formula9: 
 

 
Figure 7 

 
 
 
 
 
 
 
 
                                                 
8 SMF70WAT is the wait time. 
9 SMF70ONT is the online time. 
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Both these metrics are provided in the SYSTEM LOAD view. 
 

 
Figure 8 

 

5 Capping and HiperDispatch 
 
All the capping techniques influences HiperDispatch behaviour to some extent. IBM is 
continuously improving the parking and un-parking algorithms in order to take into account all of 
them. 
 
A special case is when an LPAR is capped because the group capacity limit has been reached. 
When this happens, the logical processors vertical polarization is also changed. 
 
The reason is that in this situation the LPAR minimum entitlement is enforced. Minimum 
entitlement is based on the LPAR target CPs calculated by using a number of CEC CPs 
correspondent to the limit. 
 
The LPAR target CPs formula, when group capacity is enforced, becomes: 
 

 
Figure 9 

 
Referring to the example discussed in the previous chapter, let us suppose LPARA and LPARB are 
in a group limited to 800 MSUs and the CEC capacity is 1000 MSUs.  
 
The number of target CPs for these LPARs is: 
 

 LPARA: 670 / (330 + 670) / 800 * 1000 * 10 = 5,36 CPs  
 LPARB: 330 / (330 + 670) / 800 * 1000 * 10 = 2,64 CPs  
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The result of HiperDispatch vertical polarization is:  

 4 VH (100% CP share each), 2 VM (68% CP share each) and 4 VL for LPARA; 
 2 VH (100% CP share each), 1 VM (64% CP share) and 3 VL for LPARB. 

 
The following table resumes the results of HiperDispatch polarization with or without group 
capacity soft capping: 
 

LPAR Capped VH VM VL VM avg share 
      
LPAR A N 6 1 3 70% 
LPAR A Y 4 2 4 68% 

      
LPAR B N 2 2 2 65% 
LPAR B Y 2 1 3 64% 

Figure 10 
 
In the next figure, a real life example is presented. 
 

 
Figure 11 

 
PROD system is soft capped (% ACT SOFTCAPP) in the evening at 19 and 20. The reason is that 
the group capacity limit has been reached as indicated by the negative number of MSU available for 
the group indicated in the last row (GROUP MSU AVA). 
 
The SMF 70 metrics providing the highlighted information are: 

 SMF70NCA, actual soft capping; 
 SMF70GMU, long-term average MSU allowed for the group based on the limit. 

 
 
 
 
 
 
 
 
 
 
 



 
EPV Technologies    

Measuring the HiperDispatch activity 8

 
 
As you can see in the next figure, when the system is soft capped its share is reduced and 
HiperDispatch polarization changes. 
 

 
Figure 12 

6 Conclusions 
 
HiperDispatch is a very critical component strongly influencing z/OS performance. 
Many related metrics are provided in SMF records but they have to be clearly understood and 
deeply analysed to be able to control HiperDispatch effectiveness. 
Well designed and easy-to-use reporting is an absolute must.  
 


