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5 Using statistics to measure global lock activity 
 
In a data sharing environment, concurrency control exists both within a specific member and among 
all members of a data sharing group. 
When a lock has scope that includes the entire data sharing group global locks are used. 
 
Class 1 of the Db2 statistics trace produces most of the metrics about Db2 global locks.  
Statistics trace class 1 is active by default and collects this data at 1-minute intervals, or whatever is 
the value set in the STATIME parameter.  
 
Global locks are processed by the following facilities: 

 The local IRLM, 
 The z/OS cross-system extended services (XES), 
 The coupling facility lock structure. 

 
In data sharing, transaction locks are called logical locks (L-locks).  
Physical locks (P-locks) are used to help Db2 to track inter-member of interest in a particular page 
set or partition and, similarly to latches, serialize access to resources to control physical consistency. 
 
5.1 Synchronous or asynchronous? 
 
The following SMF metrics enable the evaluation of the number of global locks, that is the number 
of L-locks and P-locks propagated to XES, and their performance when sent to the Coupling Facility 
lock structure: 

 QTGSLSLM, P/L-lock requests propagated to XES synchronously;  
 QTGSUSLM, P/L-unlock requests propagated to XES synchronously;  
 QTGSCSLM, P/L-lock change requests propagated to XES synchronously;  
 QTGSFLSE, P/L-lock requests sent to the coupling facility lock structure asynchronously; a 

heuristic algorithm in XES converted these requests from synchronous to asynchronous 
because it determined that it was more efficient.1 As a general rule, the number of 
asynchronous locks propagated to XSES should be very small otherwise it indicates 
performance issues when accessing the lock structures in the coupling facility. 

 
 

                                                 
1 This algorithm avoids the requesting LPAR wastes a lot of CPU cycles while waiting for an answer from a long 
synchronous request.  
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Figure 10 

 
Figure 10 shows an example of a high number of P/L-locks propagated to XES.  
This customer uses a local coupling facility providing good performance. 
The result is that practically all the requests are propagated to XES synchronously. 
 

 
Figure 11 

 
In the example in Figure 11 the number of P/L-locks propagated to XES is lower.  
However this customer duplicates locks to a secondary coupling facility that is distanced by some 
kilometers. 
The result is that most of the requests are converted to asynchronous by XES with a consequent 
performance degradation.2 
 
5.2 Global contention 
 
Global contention is the biggest constraint on the scalability and performance of a data sharing 
environment; it is due to: 

 False contention; multiple different resources hashed to the same lock table entry; hash anchor 
point (LTE); the solution in this case is increasing the lock structure size and/or  the number 
of lock hash entries; 

 XES contention; XES knows only two lock modes (S and X) while IRLM locking supports 
many more additional lock modes (S, X, U, IS, IX, SIX); so it can appear to XES that 
contention exists while the locks can be compatible; it is more unlikely with recent Db2 
versions after the introduction of locking protocol two; if you see significant numbers you 
should investigate it; 

 IRLM contention; a real contention exists; application tuning is needed to reduce the 
contention (e.g. frequent commits, access path tuning) 

 
To control if global contention is too high, the suggested best practice is measuring the GLOBAL 
CONTENTION ratio; it is the ratio between the number of global suspensions and the sum of global 
suspensions plus the requests to XES. 
If this ratio is greater than 5%, global contention is an issue to address. 
 
The SMF metrics needed to calculate the GLOBAL CONTENTION ratio are: 

 Global suspensions = sum of (QTGSFLMG, QTGSSGLO, QTGSIGLO)  
where: 

                                                 
2 Asynchronous CF Lock Duplexing could be a solution in this case. 
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o QTGSFLMG, false suspensions, 
o QTGSSGLO, XES suspensions, 
o QTGSIGLO, IRLM suspensions. 

 XES requests = sum of (QTGSLSLM, QTGSUSLM, QTGSCSLM, QTGSFLSE).3 
 
The example in Figure 12 shows high levels of global contention (in the red box) in the early morning 
and in the evening. 
The green box includes all the metrics need to calculate the GLOBAL CONTENTION ratio. 
 

 
Figure 12 

 
To control if false suspensions are too high, the suggested best practice is measuring the FALSE 
CONTENTION ratio; it is the ratio between the number of false suspensions and the sum of global 
suspensions plus the requests to XES. 
If this ratio is greater than 3%, false contention is an issue to address. 
 
The example in Figure 13 shows that FALSE CONTENTION (in the red box) is not an issue for this 
customer. 
 

 
Figure 13 

 
A high level of global contention is normally the reason of a significant CPU usage of the IRLM 
address space which may very likely increase the peak four-hour rolling average MSU value and the 
software license costs. 
 
In Figure 14 you will find a comparison between the global suspension rate and the IRLM CPU 
consumptions. 

                                                 
3 See previous chapters for variable description. 
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You can note that the IRLM address space of this Db2 member used up to 350 MIPS in the peak hour 
(blue line). The correlation between the two metrics is higher than 99% in this case. 
 

 
Figure 14 

 
5.3 P-Lock negotiation 
 
The mode of a P-lock can be negotiated; if one member requests a P-lock that another member holds 
in an incompatible mode, the existing P-lock can be made less restrictive. 
 
To control if P-lock contention is too high, the suggested best practice is measuring the P-LOCK 
CONTENTION ratio; it is the ratio between the number of P-lock negotiations and the sum of global 
suspensions plus the requests to XES. 
If this ratio is greater than 5%, global contention is an issue to address. 
 
The SMF metrics needed to calculate the P-LOCK CONTENTION ratio are: 

 P-LOCK negotiations = sum of (QTGSPPPE, QTGSPGPE, QTGSOTPE) 
where: 

o QTGSPPPE, negotiations for partition or page set physical locks due to changing inter-
DB2 interest levels on the partition or page set; 

o QTGSPGPE, negotiations for page physical locks; 
o QTGSOTPE, other negotiations. 

 Global suspensions = sum of (QTGSFLMG, QTGSSGLO, QTGSIGLO),4 
 XES requests = sum of (QTGSLSLM, QTGSUSLM, QTGSCSLM, QTGSFLSE).5 

 
The example in Figure 15 shows high levels of P-lock contention (in the red box) in the early morning 
and in the evening. 
The green box includes all the metrics need to calculate the P-LOCK CONTENTION ratio. 
 

                                                 
4 See previous chapters for variable description. 
5 See previous chapters for variable description. 
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Figure 15 

 
The main reasons for high P-lock contention are normally page P-locks due to: 

 Contention on space map pages; possible actions could be using MEMBER CLUSTER or 
setting TRACKMOD=NO (but incremental image copy will need a table space scan to 
identify modified pages); 

 Contention on data pages; if row-level locking is used you could try to convert to page-level 
locking eventually with MAXROWS=1 

 Contention on index leaf pages; you should check if there are index leaf page splits; in this 
case you could increase FREEPAGE and PCTFREE and schedule REORG more 
appropriately. 

 
The information needed to identify the source of P-lock negotiations are provided in the following 
SMF metrics: 

 QBGLN1, number of page P-lock negotiations for space map pages; 
 QBGLN2, number of page P-lock negotiations for data pages; 
 QBGLN3, number of page P-lock negotiations for index leaf pages.  

6 Using accounting to measure lock and latch delays  
 
Class 3 of the Db2 accounting trace produces all the metrics about thread suspensions.6  
They include the following lock and latch suspension metrics: 
 

Suspension reason Suspension time Suspension events 
IRLM lock and latch QWACAWTL QWACARNL 
Db2 latch QWACAWLH QWACARLH 
Page latch QWACAWTP QWACARNH 
PARENT L-LOCK QWACAWTJ QWACARNJ 
CHILD L-LOCK QWACAWTK  QWACARNK 
OTHER L-LOCK QWACAWTM QWACARNM 
PGSET/PART P-LOCK QWACAWTN QWACARNN 
PAGE P-LOCK QWACAWTO QWACARNO 
OTHER P-LOCK QWACAWTQ  QWACARNQ 

Figure 16 
 

                                                 
6 Similar metrics can be produced for packages by activating the class 8 of the accounting trace.  
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In the following examples, global lock times and events (GLBL_LOCK_CONT) are the sum of: 
(PARENT L-LOCK, CHILD L-LOCK, OTHER L-LOCK, PGSET/PART P-LOCK, PAGE P-
LOCK, OTHER P-LOCK). 
 
The first metrics to look at are the accumulated suspension time (in milliseconds) per request. It is 
useful to identify the major suspension reason and evaluate the average delay impact on each request. 
In the example in Figure 17 we show 5 IMS transactions. The REQS column indicates the number of 
transactions executed. All the values higher than 2 have been highlighted. 
 

 
Figure 17 

 
By dividing the suspension time by the number of events, you can understand the delay impact of 
each event, that is how much time each event takes. 
 

  
Figure 18 

 
In this example most suspensions are due to a heavy insert activity with contention on space map 
pages; it’s the reason of global contention and page latch contention.  
It also causes index page split which explains the long Db2 latch suspensions. 
 
To reduce lock and latch suspensions this customer planned the following actions: 

 introduce member cluster 
 increase free space (by setting appropriate FREEPAGE and PCTFREE) 
 run REORGs more frequently 
 try to exploit the insert algorithm 2 (when in Db2 V12). 

7 Summary  
 
Class 1 of statistics trace (default) and class 3 of accounting trace provide most of the metrics needed 
to measure Db2 latch and lock activities. Class 3 of statistics trace is also needed to get deadlock and 
timeout details (both victims and culprits). 
The bad news is that Db2 latches are not well documented so in some case it’s not easy to understand 
which action can be done to reduce them. 
In this paper we suggested some best practices which can be very useful to identify tuning 
opportunities. 
It’s important to keep in mind that some actions suggested here may not apply to your case. 

TRANSACTION  PLAN NAME  REQS LOCK_LATCH Db2_LATCH  PAGE_LATCH_CONT  GLBL_LOCK_CONT 
TRANS04 TRANS04 13.915                     1,0                   1,0                                   19,0                                 8,0 

TRANS18 TRANS18 127.966                   11,0                 32,0                                   17,0                               13,0 

TRANS03 TRANS03 26.252                     1,0                   5,0                                   13,0                                 7,0 

TRANS01 TRANS01 13.960                     4,0                 12,0                                   16,0                                 6,0 

TRANS50 TRANS50 27.878                     1,0                 10,0                                   11,0                                 7,0 


