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1 Introduction  
 
Are you confused by the many different terms now used to indicate the good old CPU? 
Are you trying to understand what the maximum capacity factor is and how it is used? 
Are you wandering what is the meaning of new metrics such as MT-1 equivalent time, thread 
density and core productivity? 
 
If you answered yes to any of the above questions you are lost in the SMT world. 
 
In this paper, after a short overview of SMT terminology and implementation in z/OS, we will 
discuss the most important new metrics you should use in capacity management activities when 
SMT is active. 
 
2 Terminology 
 
Many years ago we only used the term CPU to refer to what is the most important resource at any 
z/OS site.  
 
With the advent of PR/SM we started distinguishing between physical CPU, which is the PR/SM 
perspective, and logical CPU, which is the z/OS perspective. 
 
Some years later IBM introduced specialty processors and the situation became more confused. We 
started using Physical and Logical CPU, zAAP and zIIP but also Standard CPU and General 
Purpose CP (GCP) to distinguish the “old” CPU from the “new” specialty processors.  
 
To make matters worse, IBM started talking about PU and CP when referring generically to a 
physical processor or LCP when referring to a logical processor. 
 
Simultaneous Multi-Threading (SMT) adds a new floor to this “Babel” tower with terms such as 
CORE (of course physical and logical) and thread.  
 
The result is depicted in the “cloud” in Figure 1. 
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Figure 1 

 
Depending on SMT activation different terms are used in IBM manuals. 
 
“The CPU Activity section reports on logical core and logical processor activity. For each 
processor, the report provides a set of calculations that are provided at a particular granularity that 
depends on whether multithreading is disabled or enabled ...” 
“If multithreading is disabled for a processor type, all calculations are at logical processor 
granularity. If multithreading is enabled for a processor type, some calculations are provided at 
logical core granularity and some are provided at logical processor (thread) granularity.”1 
 
The table in Figure 2 shows the most commonly used terms depending on perspective and SMT 
activation2. 
 
Perspective SMT not active SMT active 
PR/SM Physical Processor CP CORE  
z/OS Logical Processor LCP Logical CORE Thread or Logical Processor 
Application Logical Processor   Thread or Logical Processor 

Figure 2 
 
3 SMT overview  
 
For many years mainframe cores process instructions in multiple pipes composed of a number of 
stages each  performing one step in the processing of an instruction, similar to an assembly line.  
Before SMT a core can operate on a single instruction stream; so a big part of the core capacity is 
normally wasted when an instruction stream gets stalled waiting for a cache miss to be resolved. 
 
With SMT, multiple instruction streams can be processed simultaneously; when a thread is waiting 
for a cache miss the core can continue doing work on behalf of the other threads 

                                                 
1 RMF Report Analysis V2R2   SC34-2665-02 
2 The terms refer to both standard CPU and specialty processors. 
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Unfortunately, the additional throughput from SMT does not scale very well with the number of 
threads. This is because all the threads on a core share some limited resources (e.g. pipes, 
processor cache, TLB). 
 
SMT is now available on z/OS systems but only for zIIP and only up to 2 threads.  
The expected throughput increase is about 40% on average but it strongly depends on workload 
characteristics so it can even be negative. This means that by activating two threads the 
throughput, in some extreme situations, could decrease.  
 
An important side effect of SMT is that applications will see more but slower processors 
(threads). The two roads in the next figure are a commonly used example in IBM presentations. 
They help to understand the SMT effects on processing and speed. 
 

 

 
Figure 3 

 
MT-1 means that there is only 1 thread per CORE; this is the only possible option for standard 
CPUs at the moment. MT-2 means that there are 2 threads per CORE; you can activate it on zIIPs 
(or IFLs).  
 
The expected speed reduction when 2 threads are active is in the 30-40% range. It could be a critical 
issue for some specific workloads (e.g. Java batch). 
 
To activate SMT on z/OS, you have to: 

 define the PROCVIEW CORE option in LOADxx; if you do not want to use SMT you can 
omit the PROCVIEW parameter or specify PROCVIEW CPU which is the default; an IPL is 
needed to change it 

 set MT_ZIIP_MODE=2 in IEAOPTxx; it can be dynamically changed. 
 
4 Capacity Factors 
 
New metrics have been introduced with SMT. They will be discussed in this and next chapters. 
 
The most important of them are the Maximum Capacity Factor (MAX CF) and the Capacity Factor 
(CF). 
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MT-2 MAX CF is the ratio of the maximum amount of work that can be accomplished using 2 
threads to the amount of work that would have been accomplished with 1 thread3. 
MT-2 Max CF is workload dependent; the max theoretical value is 2 but, as discussed in the 
previous chapter, IBM expects values around 1,4 on average. 
  
The MT-2 CF is the ratio of the maximum amount of work that has been accomplished using 1 or 2 
threads to the amount of work that would have been accomplished with multithreading disabled4. 
 
Another related new metric is the Average Thread Density (AVG TD); it tells you how many 
threads have been simultaneously active, on average, in the measured interval. 
Generally speaking if AVG TD is close to 1 the CF value should be close to 1; if AVG TD is close 
to 2 the CF value should be close to the MAX CF value.   
 
In the figure below we show a snapshot of a RMF report5; you can note that: 

 MT-1 is used for CP; MAX CF, CF and AVG TD values are 1 
 MT-2 is used for zIIP; MAX CF is 1,804 and CF is 1,746 
 zIIP CF and MAX CF are very close because TD is almost 2 (1,928) 

 

 
Figure 4 

 
Why MAX CF and CF are so important? 
 
MAX CF and CF are estimates of the throughput increase due to SMT. They are needed in SMT to 
re-evaluate CORE utilization in order to: 
 
“… provide a measure of CPU utilization wherein there is a linear relationship between the current 
throughput (e.g., transactions per second) and the CPU utilization being measured for that level of 
throughput. 
For example, a throughput of 100,000 transactions/second at 50% utilization should imply that at 
100% utilization the throughput should be able to reach 200,000 transactions/second”. 
 
While this sentence is taken from an IBM document discussing SMT in POWER7 (‘Simultaneous 
Multi-Threading on POWER7 Processors’), it perfectly applies to SMT in z/OS too. 
 
The following simplified example could be useful to explain that concept. 
 
We measured a throughput of 1.000, whatever is the unit of measurement. We also measured 
Thread 1 and Thread 2 busy which was 40% for both of them. 

                                                 
3 MT-1 Max CF  is 1.0 
4 MT-1 CF  is 1.0 
5 Resource Measurement Facility - Report Analysis - Version 2 Release 2 - SC34-2665-02 
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Figure 5 

 
Dividing 1.000 by 80% we can calculate the Throughput at 100% of 1 Thread busy as 1.250. 
But we know that with SMT we can get more throughput than 100% of 1 thread.  This information 
is provided by MAX CF which is 40% in this case.  

 

 
Figure 6 

 
So the Max Throughput is: 1.250 * ( 1 + 0,40 ) = 1.750 

 

 
Figure 7 

 
As discussed before a linear relationship between throughput and core busy has to be assumed so 
Core busy can be calculated as: 1.000 / 1.750 = 57% 
 
The key point in this simplified example is that without the MAX CF estimated value Core busy 
could not be calculated.  

 
CORE productivity, CORE utilization and MT-1 equivalent time  

will be discussed in the second part of this paper 
 

Throughput 1.000 
Thread 1 busy 40%
Thread 2 busy 40%
Total Thread busy 80%
Throughput at 100% of 1 thread busy 1.250 

Throughput 1.000 
Thread 1 busy 40%
Thread 2 busy 40%
Total Thread busy 80%
Throughput at 100% of 1 thread busy 1.250 
Max Capacity Factor 40%

Throughput 1.000 
Thread 1 busy 40%
Thread 2 busy 40%
Total Thread busy 80%
Throughput at 100% of 1 thread busy 1.250 
Max Capacity Factor 40%

Max Throughtput 1750
Core busy 57%


