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1 Introduction  
 
Ever since the days when z/OS was called MVS, virtual memory has always been managed in 4096 
byte pages. However, with the advent of z/OS 1.9 and z10 machines, 1MB pages can be used, 
whilst 2GB pages are also supported with z/OS 1.13 and zEC12. 

The reason for this fundamental breakthrough is the exploitation of 64–bit architecture; it is now 
possible to create huge z/OS address spaces: up to 16 ExaBytes of virtual memory. In order to back 
this virtual memory, the more recent IBM hardware is able to provide up to 3 TB of real memory 
which is, by the way, much cheaper than previously . 

In 31-bit mode the maximum address space size was 2GB; it could be mapped by using 256*2.048 
(524.288) 4K pages. 

In 64-bit mode to map all the address space virtual memory  256*2.048*2.048*2.048*2.048 
(4.503.599.627.370.500) 4K pages would be required. 

It’s intuitive that managing such big address spaces with so many small 4K pages  would not be 
very efficient; so to improve performance and to reduce CPU consumptions of memory-intensive 
workloads (e.g. DB2 and WebSphere applications), it is possible and advisable to use large memory 
pages. 

In this paper after an introduction to virtual to real address translation, we will discuss what you 
have to do in order to exploit large memory pages and which metrics are available to analyse their 
utilization. 
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2 Virtual to real address translation  
 

A 31-bit address space is mapped by using 2.048 segments of 1MB size; each segment is mapped 
by using 256 pages of 4K size.     

So a 31-bit virtual address is written as follows: 

 11 bits to point to the appropriate page table entry in the segment table;  

 8 bits to point to the appropriate page in the page table; 

 12 bit to point to the appropriate point of the page. 

A 64-bit address space is mapped by using three additional levels of translation tables, called region 
tables, on top of the segment table (see schema n Figure 1): 

 region third table (R3T), pointing to 2048 segment tables, 

 region second table (R2T), pointing to 2048 R3T, 

 region first table (R1T), pointing to 2048 R2T. 

So a 64-bit virtual address  is written as follows: 

 11 bits to point to the appropriate R2T in R1T;  

 11 bits to point to the appropriate R3T in R2T;  

 11 bits to point to the appropriate segment table in R3T;  

 11 bits to point to the appropriate page table entry in the segment table;  

 8 bits to point to the appropriate page in the page table; 

 12 bit to point to the appropriate point of the page. 

 

 

Figure 11 
 

                                                 
1 From “ABCs of z/OS System Programming - Volume 1” 
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Note that Real Storage Manager only creates the additional levels of region tables when it is 
necessary to back the address space getmained virtual storage. So R3T is created only if virtual 
memory is used above the 2 GB bar. In the same way R2T and R1T are created only if virtual 
storage addresses greater than 4 TB and 8 PB, respectively, are getmained. 

An example of 64-bit virtual address is presented in Figure 2. 

  

 

Figure 22 
 

A virtual address is converted to a real address by using the Digital Address Translation hardware 
or DAT included in each PU of the IBM machines.  

During this translation, DAT should access all the address space mapping tables, described above, 
in real memory to complete the process (up to 5 real memory accesses might be needed for address 
spaces exploiting 64-bit addressing). 

To avoid these accesses the Transaction Lookaside Buffer was introduced many years ago; TLB is a 
fast array memory within each PU. After translating using the address space tables, DAT keeps the 
relation page/frame in a TLB entry and the next time, before accessing real memory to go through a  
table translation, DAT inspects the TLB looking for the referred page. When there is a hit, the 
translation process is much faster. 

To improve performance two TLB1, one for instructions and one for data, are provided. Starting 
from z990 a larger TLB2 has also been introduced to cache CRSTE (Combined Region and 
Segment Table Entries) and PTE (Page table entries). 

However TLB1 size is 512 entries only; so with 64-bit exploitation, TLB1 coverage started to 
represent much too small a fraction of an applications working set size, leading to a larger number 
of TLB misses and to a consequent performance penalty for applications (as well as an increased 
cost of each TLB miss). 

To increase TLB coverage without proportionally enlarging the TLB1 size, IBM introduced 1MB 
large memory pages with z/OS 1.9 and z10 machines. With z196 machines an additional TLB1 
dedicated to 1MB pages (only for data) was also introduced.  

                                                 
2 From “ABCs of z/OS System Programming - Volume 1” 



 
EPV Technologies    

Large Memory Pages 4

The following major advantages can be obtained by using 1MB large memory pages3: 

 one large memory page (1MB) TLB entry covers 256 4K pages; 

 page table entries are not needed for large memory page; they are pointed directly from the 
segment table. 

 

  

Figure 3 
 
The size of the red circles in Figure 3 indicates the cost, in terms of CPU cycles, of TLB1 and TLB2 
misses both for 4K and 1MB pages.  
 
As you can see, if the address is found in TLB1 (4K or 1MB) very few cycles are needed.  
In case of a TLB1 miss the second best option is, for 4K pages, finding the appropriate Page Table 
Entry (PTE) in TLB2. The same cycles will be needed when finding the appropriate Segment Table 
Entry (STE) in TLB2 for 1MB pages. 
 
Note that for a 4K page if the PTE is not found and the STE is found in TLB2, more CPU cycles are 
needed, compared to 1MB pages, because real memory has to be accessed to find the PTE. 
      
 

Large memory pages settings, exploiters and metrics available to analyse their usage will be 
discussed in the second part of this paper. 

 

                                                 
3 These advantages could be magnified by using 2 GB large memory pages.  


