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1 Introduction  
Experience teaches that also a small change can potentially have a big impact on systems 
performance so every Peformance Analyst is normally very cautious when any modification has to 
be applied. However in a complex environment it’s not always possible to keep into account all the 
possible consequences of a change. 
 
This paper will describe a real life experience where an apparently harmless system modification 
has been applied to solve a monitoring problem in a zLinux environment,.  
 
The intervention solved the zLinux1 issue so it could be defined as successful; unfortunately the 
modification started a kind of “domino” effect which involved the z/OS development environments 
causing performance degradation and increased CPU consumptions. 

2 Prologue 
The test and production z/VM LPARs (hosting zLinux systems) initially shared the same IFL 
engine on an IBM 2084 in the primary production site. 
. 
Before some mission critical applications went in production, another IFL engine was acquired on 
the development machine (also belonging to the IBM 2084 series) located in the recovery site. 
This new IFL had to be dedicated to the z/VM test environment and to the recovery of the z/VM 
production. 
 
The development machine already had an ICF (Internal Coupling Facility) installed which was used 
by the CF LPAR (ICFD2) to serve the development sysplex.  
Another CF LPAR (ICFP), normally inactive, was also defined to serve the production sysplex. 
during Disaster Recovery tests. The configuration of the development machine was: 
 

LPAR STATUS CPU 
MODE 

CPU TYPE LOGICAL 
CPUs 

WEIGHT3 Physical 
CPUs 

DEV1 active shared Standard 
CP 

2 455 

DEV2 active shared Standard 
CP 

2 400 
1 

IFLD active dedicated IFL 1  1 
ICFD active shared ICF 1 120 
ICFP inactive shared ICF 1 330 

1 

Table 1 
 
                                                
1 Linux under z/VM. 
2 The LPAR names are not the real ones; they have been changed to make it easier for the reader to understand their 
role. 
3 Our policy is to set the LPAR weights to the LPAR target MIPS. 
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The ICFP LPAR is normally inactive so ICFD could use all the ICF engine power. 

3 The monitoring problem 
As soon as the IFL was dedicated to the z/VM LPAR, system programmers realized that the z/VM 
monitors always showed a 100% CPU utilization. A problem was immediately opened to IBM but 
they replied that “it worked as designed” and “the only bypass is to define the engine as shared to 
the z/VM LPAR”. 
 
The modification was applied on august the 3rd (before 7,00 am) resulting in the following 
configuration. 
 

LPAR STATUS CPU 
MODE 

CPU TYPE LOGICAL 
CPUs 

WEIGHT4 Physical 
CPUs 

DEV1 active shared Standard 
CP 

2 455 

DEV2 active shared Standard 
CP 

2 400 
1 

IFLD active shared IFL 1 400 
IFLT inactive shared IFL 1 50 

1 

ICFD active shared ICF 1 120 
ICFP inactive shared ICF 1 330 

1 

Table 2 
  
 
The IFLD weight was set to 400 and the new ICFT LPAR, normally inactive, was created to host 
the z/VM system tests  
 
Finally z/VM showed the real CPU utilization and the problem was closed. 

4 Anomalies in the z/OS development systems 
During the day the development systems were strangely  slow and heavily loaded.5 
On the next day, looking at the EPV exceptions, we discovered an enormous increase in the ICFD 
synchronous requests service time. 
 
The following graph shows the increased service time jumped from 8-9 microseconds to more than 
2.000. 
 
 
 
 
 
 
 
 

                                                
4 Our policy is to set the LPAR weights to the LPAR target MIPS. 
5 The first 15 days of august are normally a very quiet period due to summer holidays. 
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Development Systems
Service time of synchronous requests to ICFD
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Figure 1 

 
Another anomaly was the increase in the GRS and other system address spaces CPU consumptions  
in both the DEV1 and DEV2 LPARs. Also in this case the EPV reports showed a jump in the 
SYSTEM service class CPU consumptions at 7 am on august the 3rd. 
The following graph shows a comparison of those consumptions on DEV1 in the first 3 days of 
august; a similar situation occurred also in DEV2. 
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It was clear that the endless service time of ICFD had increased the CPU consumptions of all the 
address spaces issuing synchronous requests to the coupling facility structures (the most impacted 
was ISGLOCK). So the question was what caused the degradation of ICFD service time ? 
 
At the end we got the answer: up to the IBM 2084 machines IFLs, ICFs and eventually zAAPs are 
all included in the same ICF pool.6 Changing the IFL mode from dedicated to shared caused IFLD 
and ICFD to compete for the CPU  (IFL and ICF) causing a severe slowdown of ICFD performance 
essentially because of its lower weight. 

5 Solving the z/OS problem 
At this point we had to find a solution to maintain the possibility to monitor the z/VM CPU 
utilization and avoid the ICFD performance degradation. 
We decided to change the configuration again by assigning to ICFD the same weight as IFLD. 
 
Figure 3 shows the synchronous requests service time after the change. 
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Figure 3 

 
Also DEV1 and DEV2 systems CPU usage returned at the normal level. 

6 Conclusions 
To get good CPU utilization measurements for a z/VM LPAR, the Logical Processors assigned to it 
have to be defined as shared in the PRSM configuration.  
In all the IBM machines before the z9 models, all the ICF, IFL and zAAP processors are managed 
in the same pool (the ICF pool). So you have to be very careful in setting the appropriate weights to 
each LPAR.  

                                                
6 The new IBM machines (i.e. z9 models) provide a separate pool for each type of processor.  


