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1 Introduction 
 
On May 6th 2014 IBM announced Mobile Workload Pricing for z/OS (MWP). This new pricing 
model is designed “to mitigate the impact of mobile workloads on sub-capacity license charges and 
provide a more cost-competitive software”. 
In simple words IBM wants customers to put mobile applications on z/OS and it will make a 
discount on the z/OS software costs if this additional workload will increase them. 
  
This announcement is part of the IBM CAMS strategy; where CAMS stays for Cloud, Analytics, 
Mobile, Social which are expected to be the drivers of the IT growth in the next years.  
 
To take advantage of this pricing model a new application, the Mobile Workload Reporting Tool 
(MWRT) has to be used instead of SCRT, to submit the WLC monthly reports to IBM. 
 
The other key prerequisites for enabling Mobile Workload Pricing (MWP) for z/OS include: 

a) Run one or more of the Mobile Workload Pricing Defining Programs (CICS, IMS, DB2, 
WebSphere and Websphere MQ latest versions) on a zEC12 or zBC12 server that has 
implemented sub-capacity pricing under AWLC or AEWLC or alternatively, if you install 
and operate a zEC12 or zBC12 anywhere in your  enterprise, run Mobile Workload Pricing 
Defining Program on a z196 or z114 server that has implemented sub-capacity pricing under 
AWLC or AEWLC; 

b) Run z/OS V1 or z/OS V2 
c) Agree to measure and provide the required mobile transaction data on a monthly basis, 

inclusive of CPU seconds. IBM must approve the process used to capture the records for 
mobile transactions that will be used for monthly reporting. 

 
Unfortunately, as you can see, IBM didn’t set any precise rule for customers to identify and 
measure mobile applications, leaving them with the burden of putting in place a process, that must 
be approved by IBM, to collect those measurements. 
 
Albert Einstein used to say that in every problem you can find opportunities. We can humbly say 
that in this opportunity we expect to find a lot of problems. Managers will want to catch this 
opportunity and the technical and legal teams, both on the customers’ and IBM’s side, will have to 
face the problems.  
 
In this paper we will discuss the technical issues you are most likely to have to face if you want to 
take advantage of this opportunity. 
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2 Understanding the discount rule 
 
The first important thing to do is clearly understand the way the discount on mobile workloads 
applies. 
 
The IBM announcement says:  
“MWRT will calculate the 4-hour rolling average of the reported mobile transaction general 
purpose processor time consumed by the Mobile Workload Pricing Defining Programs and subtract 
60% of those values from the traditional sub-capacity MSUs for all sub-capacity eligible programs 
running in the same LPAR(s) as the mobile workloads, on an hour-by-hour basis, per LPAR.“ 
 
MWRT removes 60% of the mobile workload, interval-by-interval, on each LPAR where mobile 
workload runs. Non-mobile workload will be unchanged. 
So customers will get a cost reduction when mobile workloads contribute to monthly peak MSUs; 
off-peak mobile workloads will not affect the MSUs used for billing. 
 
We will try to clarify the sentences above with a couple of examples: 

 the monthly peak of the 4-hour rolling average is 980 MSUs and, in that peak, the 4-hour 
rolling average of the reported mobile workload is 300 MSUs; 180 MSUs (60% of 300) will 
be discounted reducing the charged MSUs to 800. 

 the monthly peak of the 4-hour rolling average is 980 MSUs and in that peak no mobile 
workload is running; the discount will be 0 and the charged MSUs will remain 980. 

3 Identifying and measuring mobile workloads 
 
From a technical point of view, identifying and measuring the CPU consumption of mobile 
workloads is a critical issue. 
 
IBM announcement says: 
“MWP provides an enhanced way of reporting z/OS system utilization, which can improve 
price/performance for sub-capacity eligible programs when running in the same LPAR as mobile 
workloads processed by select Mobile Workload Pricing Defining Programs.” 
 
This first condition states that the mobile workload has to be processed by a Mobile Workload 
Pricing Defining Programs; they are1: 

 CICS V4 and V5; 
 IMS V11, V12 and V13; 
 DB2 V9, V10 and V11; 
 WebSphere V7 and V8; 
 WebSphere MQ V6, V7 and V8. 

 
It seems to indicate that it will be not possible to adopt a zNALC like approach; even if you could  
segregate the mobile workload in an LPAR, only the workload processed by the above subsystems 
would be accepted. The rest of the LPAR workload, such as system address spaces, will be charged 
as always. 

                                                 
1 A more detailed list is available in the IBM announcement letter. 
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A second condition is also stated: 
”Mobile workloads are defined as the transactions processed by a named mobile application, or 
transactions that can be identified as originating from a mobile device.” 
 
The focus is on transactions. We assume that also an address space based approach couldn’t be 
accepted.  
If this is true this condition will heavily penalize customers because a consistent part of CPU 
consumptions it’s not accounted at the transaction level. If, for example, a CICS region only serves 
mobile transactions it should be possible to use address space data (SMF 30) as a MWRT source. 
When a workload is enclave based, such as DDF and WebSphere transactions, also report class data 
(SMF 72) could be useful. 
 
At the moment it seems that the accepted source data to be used to identify and measure the mobile 
workloads will be: 

 SMF 110 for CICS 
 IMS log (e.g. 56FA records) for IMS; 
 SMF 101 for DB2; 
 SMF 120 for WebSphere; 
 SMF 116 for WebSphere MQ. 

 
In the following chapters we will look at each of this source data to understand which are the 
metrics to be used to identify the product version2, the mobile workload and its CPU consumptions. 
 
3.1 SMF 110 
 
Most customers write SMF 110 subtype 1 records to analyze CICS transactions.  
 
The CICS version can be easily got from the SMFMNRVN field which will assume the following 
values: 

 66.0 for CICS V4.1; 
 67.0 for CICS V4.2; 
 68.0 for CICS V5.1; 
 69.0 for CICS V5.2. 

 
Most useful fields, even combined, to identify mobile workloads could be3:  

 SMFMNPRN, CICS application id; 
 SMFMNUIF, user id; 
 TRAN, transaction code; 
 TERM, terminal id; 
 USERID, user id; 
 PGMNAME, program name; 
 CLIPADDR, client IP address;  
 CLIPPORT, client IP port;  
 OTRAN, originating transaction code; 
 OUSERID, originating user id; 

                                                 
2 IBM pricing is always based on the product version so mobile consumptions have to be aggregated by product 
version, system, date and hour. 
3 All the fields not starting with SMF are nicknames (see CICS Performance Guide). 
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 OCLIPADDR, originating client IP address;  
 OCLIPPORT, originating client IP port.  

 
 
Starting from V5.1 CICS Application Context could be exploited to fill additional fields such as: 

 ACAPPLNM, application name; 
 ACPLATNM, application platform name; 
 ACOPERNM, application operation name. 

 
A big issue for CICS V4.1 and V4.2  customers is that the amount of standard CPU used is not 
available. All the metrics providing CPU usage include also the seconds spent on specialty 
processors (zAAP and zIIP). So some approximation method has to be agreed with IBM in order to 
estimate the standard CPU portion. 
 
Starting from V5.1 the new CPUTONCP metric, providing the amount of standard CPU seconds 
used, is available. 
 
3.2 IMS log records  
 
Most customers write IBM 56FA or BMC FA log records to analyze IMS transactions.  
Both record types provide the IMS version: 

 in the TPIMSVER and TPIMSREL fields of IBM 56FA; 
 in the TRNIMS field of BMC FA. 

 
Most useful fields, even combined, to identify mobile workloads could be:  
 

IBM 56FA field BMC FA field Description 
TPJOBN TRNJOBNM job name (region) 
TPLTERM TRNLTERM input logical terminal 
TPPGMNM TRNPGMNM program name 
TPTRAN TRNCODE transaction code 
TPCPPSB TRNPSBNM PSB name 
TPCPUSID TRNUSID user id 

 
A big issue for IMS V11 customers is that the amount of standard CPU used is not available. All the 
metrics providing CPU usage include also the seconds spent on specialty processors (zAAP and 
zIIP). So, also in this case, some approximation method has to be agreed with IBM in order to 
estimate the standard CPU portion. 
 
Starting from V12 the amount of standard CPU seconds used is provided: 

 in the TPEXTIME field of IBM 56FA; 
 in the TRXZONCP field of BMC FA. 

 
3.3 SMF 101 
 
A first issue with SMF 101 is that there are many customers not collecting SMF 101 records on a 
regular basis because of their number and size. 
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A second issue to be careful about is SMF roll-up. Customers exploiting this possibility should 
verify that mobile and not-mobile activities are not rolled-up together in order to reduce the number 
of SMF 101 records produced. 
 
The DB2 version can be easily obtained from the QWHSRELN field. 
The most useful fields, even when combined, to identify mobile workloads should be:  

 QWHSSSID, DB2 subsystem id; 
 QWHCPLAN,  plan name; 
 QWHCCN, connection name;  
 QWHCATYP, connection type; 
 QWHCCV, correlation id; 
 QLACLOCN, remote location name 
 QWHCAID, primary authorization id; 
 QMDAAUTH, authorization id; 
 QMDAPLAT, client platform; 
 QMDAAPPL, client application name; 
 QMDAATID, client authorization id; 
 QMDAASTR, accounting string; 
 QWHCEUID, end user’s user id;  
 QWHCEUTX, end user’s transaction name; 
 QWHCEUWN, end user’s workstation name; 
 QWHSNID, network id. 

 
Class 1 CPU time should be used. It has to be calculated by using the following formula: 
CPU time = (QWACEJST - QWACBJST) + QWACSPCP + QWACTRTE + QWACUCDP + 
QWACSPNF_CP + QWACUDFNF_CP. 
If SMF roll-up is used the formula becomes: 
CPU time = QWACEJST + QWACSPCP + QWACTRTE + QWACUCDP + QWACSPNF_CP + 
QWACUDFNF_CP. 
 
3.4 SMF 120 
 
A big issue with SMF 120 is that CPU time separated from zAAP/zIIP time is only provided in the 
SMF 120 subtype 9. Most customers are not collecting these records on a regular basis because of 
their number and size and also because of the consistent overhead introduced. 
 
The WebSphere version can be easily obtained from the SM1209BM field. 
 
The most useful fields, even when combined, to identify mobile workloads should be:  

 SM1209BI , server node name; 
 SM1209BJ, cluster name; 
 SM1209BK, server short name; 
 SM1209BT, control region job name; 
 SM1209CR, servant region job name; 
 SM1209CK, request type;   
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 SM1209DS, transaction class name provided to WLM as part of the classification process4. 
 
CPU time is provided by the SM1209DH field. 
 
3.5 SMF 116 
 
The WebSphere MQ version can be easily obtained from the SM116REL field. 
 
The most useful fields, even when combined, to identify mobile workloads should be:  

 QWHSSSID,   MQ subsystem id; 
 QWHCATYP, connection type (1=CICS, 2=Batch or TSO, 3=IMS control region, 4=IMS 

MPP or BMP, 5=Command server, 6=Channel initiator, 7=RRS Batch); 
 QWHCCN, connection name; 
 QWHCCV, connection value; these 12 bytes allow to identify in more detail CICS and IMS 

transactions; for CICS the first 4 bytes are the thread number, the next 4 bytes are the 
transaction name and the last 4 bytes are the task number; for IMS the first 4 bytes are the 
region identifier and the last 8 bytes are the PSB name; 

 QWHCAID, authorization id; 
 QWHCNID, network id.  

 
CPU time is provided by the QMACCPUT field. 
However it’s not documented if the above field includes only CPU time or also zAAP/zIIP time.  

4 Conclusions 
 
MWP looks a good marketing idea and it can also become an opportunity to reduce costs if the  
technical issues described here can be solved. 
We expect IBM will provide better guidelines for customers in the next few months.  
At the moment the benefits of MWP will depend to a great extent on the individual customer’s 
relationship with IBM, due the level of discretion that IBM has. So in many ways MWP  makes 
mainframe costs even less transparent than before and could vary greatly from one customer to the 
other. 
 

                                                 
4 WebSphere provides a transaction class to WLM to help it classify the request into a service class and a report class. 
WebSphere determines the transaction class by mapping attributes of the request against a tree of classification rules 
kept in the XML file pointed to by the environment variable wlm_classification_file. 
 


