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1 Introduction  

 

In mainframe environments the capture ratio concept is universally known. Performance Analysts 

normally use an index (CR72 in the following) that is the ratio between the total CPU attributed to 

all the service classes (collected in the SMF 72 records) and the total CPU used (collected in the 

SMF 70 records) as a measure of the system overhead.  

 

The system overhead is the amount of CPU used for activities (such as paging, swapping, part of 

the I/O operation, etc.) not directly correlated to a specific address space, transaction or enclave.   

The impact of these activities is not the same on all the workload types: a TSO is continuously 

swapped in and out while CICS and IMS regions are normally non swappable, some batch jobs do a 

huge amount of I/Os compared to their CPU usage while other applications work mostly in 

memory. 

So an important characteristic of the capture ratio is its workload dependence. 

 

A widely accepted ROT (Rule Of Thumb) is to consider as normal
1
 values between 85% and 95%. 

 

2 Capture ratios in EPV for z/OS 

 

EPV for z/OS provides a further capture ratio (CR30) that is the ratio between the total CPU 

attributed to all the address spaces in the system (collected in the SMF 30 interval records) and the 

total CPU used (collected in the SMF 70 records ). 

 

In order to do that, EPV sums up the CPU time of all the intervals starting in the same hour
2
. 

 

This value (CR30) is normally less accurate than CR72 but it can be very useful to:  

• Point out anomalies in SMF 72 records production collection and processing;  

• Verify if SMF and RMF intervals are synchronized;  

• Verify if all the required SMF 30 interval records are produced and collected.  

 

If there are no anomalies, SMF and RMF intervals are synchronized and all the SMF 30 interval 

records are produced, we expect the CR72 and CR30 values to be very close. 

 

                                                
1 Normal means that the overhead is acceptable. 
2
 EPV requires the SMF intervals to be synchronized at the hour. 
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Unfortunately this is not always true; sometimes the values can be very different and show a strange 

behavior: you can find at 10 in the morning a CR72 value consistently bigger than the CR30 one 

and the opposite situation in the following or previous hours. 

Curiously, sometimes you can also find a CR30 bigger than 100%; an impossible value from the 

theoretical point of view. 

These values are often considered as anomalies. On the contrary they are due to the z/OS operating 

system design and more specifically to the swapping mechanism and to the way SMF 30 interval 

records are produced. 

 

The key issue is that in order to produce the SMF 30 interval record an address space needs to be 

swapped in at the synchronization interval expiration. It is quite normal that some address spaces 

(such as TSO and other swappable address spaces) will not be IN and therefore not able to write the 

record. 

  

Obviously sooner or later the SMF record has to be written; the interesting points are: 

1. when it will be written to the SMF buffers ? 

2. which interval it will refer to ? 

 

To answer these questions we’ll use a real life example. 

 

3 A real life example 

 

At a customer site we needed to measure the CPU usage of an application issuing a huge amount of 

requests to a LDAP server. 

 

Our tests were scheduled as follows:  

• LDAP server started at 10:48  

• First test started at 11:01  

• First test ended at 11:15  

• Second test started at 12:01  

• Second test ended at 12:22  

• LDAP server ended at 12:26. 

We made a mistake in WLM classification rules so the LDAP address space was not assigned to the 

appropriate service class but to the default STC service class (STCLOW) with a Discretionary goal. 

However the assignment to the RLDAP report class was correct so we were able to get the 

necessary reports. 

At first we were very surprised from the results. The RLDAP CPU consumption reflected the test 

scheduling and was reported in the right hours. However, on the contrary the LDAP address space 

CPU consumption was all shown  at 10 (that is between 10:00 and 10:59 in the EPV reports). 
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 CPU consumption (sec) 

 10 11 12 

RLDAP report class  17 1852 1868 

LDAP address space 3715 0 2 

 

By analyzing the LDAP address space SMF 30 interval records we were able to understand what 

had happened: 

• Only one interval record, covering both the tests, had been produced; 

• The SMF30ISS field (interval start) had been set at 10:48, when the LDAP address space 

had been started; 

• The SMF30IES field (interval end) had been set at 12:26, when the LDAP address space had 

been closed; 

• The residency time was about 37 minutes out of a 1 hour and 38 minutes interval; that 

means the LDAP address space had been swapped out most of the time. 

Our conclusion was that the LDAP address space had set the interval start at creation then, due to 

the Discretionary goal, it had been swapped out and not able to write the SMF record at the 11:00 

interval expiration
3
. 

The first test started at 11:01 and it ended before the next interval expiration; so the LDAP address 

space had been swapped out again and couldn’t write the SMF records at 11:30 and 12:00. 

The second test started at 12:01 and it ended before the next interval expiration; so the LDAP 

address space had been swapped out again (!) and couldn’t write the SMF record at 12:30. 

Finally at 12:48 the LDAP address space had been closed and it had written its only SMF 30 

interval record (subtype 3). 

The LDAP Address space had a interval start time of 10:48, EPV put all the CPU consumption at 

hour 10. 

4 Conclusions 

Depending on the workload type, the assigned service class and the system load, swappable address 

spaces can produce SMF 30 interval records at a very irregular pace  

This can introduce “out of phase” CR30 values, when compared to CR72, and also in some 

situations values greater than 100%. 

                                                
3
 The SMF/RMF interval was set at 30 minutes and synchronized at 00. 


