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1 Introduction  
 
To guarantee the VWLC expected savings IBM introduced the possibility of setting both a defined 
capacity limit at the LPAR level and a group capacity limit (since z/OS 1.8) at the CEC level. 
Aggressive use of these parameters could allow to a further reduction in software costs.  
A technique is presented to: 
analyze the 4-hour rolling average by WLM workload importance, 
evaluate optimal “defined” and “group” capacity limits penalizing lowest important workloads, 
estimate possible MSU savings. 
Additional savings could be obtained through a full exploitation of AAP and IIP technology; a 
similar technique is presented to analyzing the eligible workload running on standard CPUs and 
decide if buying AAP and/or IIP engines will enable you to reduce the MSU used and save money. 

2 Analyze the 4-hour rolling average in more detail 
 
The SMF70LAC field in the SMF 70 records provides the LPAR 4-hour rolling average value. 
However it gives no information about the workloads using the CPU and their importance to the 
business.  
This information can be obtained using WLM records (SMF 72). Each WLM service class period is 
associated to a specific importance which should reflect the business importance of the work 
requests classified in it. 
 
The following steps need to be performed before starting the analysis: 

1. Increment the CPU usage accounted to WLM service class periods in order to account for 
the uncaptured CPU1.  

2. Transform the CPU and SRB service units, provided in the SMF 72 records, into MSU used 
values2. 

3. Sum CPU and SRB service units by WLM importance. 
4. Calculate the 4-hour rolling average based on WLM importance. 

 
There are five levels of importance that can be assigned in WLM: lowest (5), low, medium, high, 
and highest (1) to user service class periods and goals. 
WLM system supplied service classes (SYSTEM and SYSSTC) run at fixed priorities which are 
higher than the user service class periods and are conventionally referred as importance 0 
workloads. 
Discretionary workloads are less important than any other workload and are conventionally  
referred as importance 6 workloads. 

                                                 
1 Different workloads have different capture ratio values however as a first approach the system capture ratio can be 
used to increase all service classes CPU usage.  
2 You have to divide the service units by the hardware service units rate and multiply the result by the software service 
units rate provided in the SMF70CPA field of the SMF 70 records. 
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Figure 1 
 
The above graph relates to a full month, from the 2nd to the 1st of the following month, as required 
by the IBM Sub Capacity Reporting Tool. 
 
IMP_0-n accumulates the CPU usage due to SYTEM, SYSTC and to all the service class periods 
having an importance less than or equal to n.  
 
So IMP_0-1 (red line – at the bottom) accumulates the CPU usage of SYTEM, SYSTC and 
importance 1 service class periods. This is the core of the system. You’d never want to degrade this 
workloads performance. 
IMP_0-6 (dark green line – at the top) accumulates the CPU usage of SYTEM, SYSTC and all the 
service class periods, including the ones running with a discretionary goal. 
 
If this system was the only one in the CEC the software bill would be based on 417 MSUs (the 
highest value of the 4-hour rolling average in the month).  
It’s interesting to note that IMP_0-1 peaks are slightly above 50 MSUs while IMP_0-4 (which 
includes everything except importance 5 and discretionary work) never reach 200 MSUs. 
Setting the defined capacity limit at 200 you could have cut the software bill degrading only low 
importance workloads performance.    
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SYSP system
MSU used (4-hour rolling average) by WLM importance
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Figure 2 

 
Figure 2 is related to a different system. IMP_0-1 and IMP_0-6 curves3 overlap almost completely. 
This means that all work in the system are SYSTEM, SYSSTC or importance 1. 
It could be a very bad idea to set a limit to this system capacity. 

3 Evaluate defined capacity limits 
 
Looking at the graph in Figure 1 you could roughly evaluate which defined capacity limit you could 
set to the LPAR but to understand more clearly which workloads you could penalize and how many 
times WLM soft capping could be enforced a further step is needed. 
 
Table 1 shows the results of a percentile analysis performed on the 4-hour rolling average values for 
IMP_0-6 workloads reported in Figure 1. Choosing a percentile as LPAR defined capacity limit you 
are accepting to degrade some workloads for a certain percentage of the time (5% in case of  a 95 
percentile) 

SYSA  4-hour rolling average IMP_0-6 
PCT   MSU  
P70:     236  
P75:     245  
P80:     253  
P85:     265  
P90:     279  
P95:     304  
P99:     349  
P100:     417  

Table 1 

                                                 
3 To make the graph more clear other importance curves have been hidden. 
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Figure 3 
 
Figure 3 shows the 4-hour rolling average values compared to a defined capacity limit set at the 95 
percentile (304 MSUs) which is represented by the light yellow area in the graph. All points over 
that limit would have been soft capped by WLM. Changing the scale of the graph, shows more 
clearly that only importance 6 workloads would have been degraded. 
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Figure 4 
 
If SYSA was the only LPAR in the CEC, the software bill would be reduced by more than 100 
MSUs by setting a defined capacity limit at 304 and accepting a degradation of discretionary 
workloads 5% of the time. 
Unfortunately a single system CEC is quite unusual in current machines. So any saving will be 
dependent on the other LPARs’ 4-hour rolling averages.  
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4 Evaluate group capacity limits 
 
Before evaluating the pros and cons of setting the group capacity limit you have to sum the 4-hour 
rolling averages by WLM importance taking into account all the systems running in the CEC, not 
only SYSA. 

CEC  4-hour rolling average IMP_0-6 
PCT   MSU  
P70: 439 
P75: 455 
P80: 471 
P85: 484 
P90: 505 
P95: 539 
P99: 583 
P100: 611 

Table 2 
 
Looking at the percentile values in Table 2 you see that the software bill would have been reduced 
by about 70 MSUs by setting a group capacity limit at 539 and accepting a degradation of some 
workloads 5% of the time. Figure 5 shows the CEC 4-hour rolling average values compared to the 
539 MSUs group capacity limit. 
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Figure 5 
 
Changing the scale of the graph clearly shows that only importance 5 and 6  workloads would have 
been degraded. 
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Figure 6 
 

5 AAP and IIP eligible workload 
 
AAP is designed to serve JAVA work. The major exploiter is currently Websphere but any kind of 
JAVA work running in any subsystem will be eligible to AAP.  
All the JAVA work is eligible for AAP with no limitation. 
A new z/OS component called z/OS XML System Services (z/OS XML) has been introduced in 
z/OS V1.8. It is a system-level XML parser integrated with the base z/OS operating system, 
designed to deliver an optimized set of services for parsing XML documents. Since z/OS V1.9, the 
z/OS XML component is enabled to take advantage of AAP4. 
 
IIP is designed to serve work executing in enclave SRBs. To exploit IIP a program has to cooperate 
with the z/OS Dispatcher in order to have all or a portion of the enclave Service Request Block 
(SRB) work directed to the IIP. This portion is named IIP eligible work. 
DB2 V8 has been the first exploiter of IIPs. DB2 V8 will give the z/OS Dispatcher the necessary 
information about the workloads running in enclave SRBs which can be directed to the IIP. 
 
At the moment the DB2 workload types running in enclave SRBs are: 
a) applications running on z/OS, UNIX, Linux, Intel which access DB2 via DRDA over a TCP/IP 
connection; 
b) data warehousing applications running DB2 for z/OS V8 complex star schema parallel queries; 
c) DB2 utility functions used to maintain index maintenance structures (LOAD, REORG, and 
REBUILD INDEX). 
 
Stored Procedures (SP) and User Defined Functions (UDF) run in TCB, not in enclave SRB, so up 
to DB2 8 they are not IIP eligible. From DB2 9 native SQL Stored Procedures accessing DB2 via 
DRDA are also IIP eligible. 
 

                                                 
4 IIP will also be used to support XML parsing in the near future. 
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DB2 allows only a part of the enclave SRB work to really become IIP eligible work. This is an 
artificial limitation that is sometimes known as "the IBM generosity factor". This limit has been 
progressively raised from 40% to about 60%.  
 
Another exploiter of IIP is IPSec. No artificial limitation has to be considered here. 
 
Products from ISVs can also exploit the IIP interface. Some CA products already do this. 

6 AAP and IIP eligible workload running on standard CPU 
 
Since z/OS 1.8 the new PROJECTCPU parameter is available in the IEAOPTxx member of the 
SYS1.PARMLIB. The parameter support is also included in the zIIP support for z/OS 1.6 and 1.75. 
Setting PROJECTCPU=YES (default is NO) will activate statistics for a number of SMF fields 
providing information about AAP and IIP eligible work. 
 
Some of these statistics measure the amount of work which is eligible to AAP and IIP and runs on 
standard CPUs. In cases where there is not enough AAP and IIP installed capacity to support the 
eligible work6. 
 
In an ideal world all the AAP and IIP eligible work would not run on standard CPUs. Buying 
specialty processors reduces the standard CPUs hardware and related software costs. Unfortunately 
we don't live in such a world so it's very probable you'll see a certain amount of AAP and IIP 
eligible work running on standard CPUs. 
 
Users can force AAP and IIP eligible work on AAPs and IIPs by setting to NO the 
IFAHONORPRIORITY and IIPHONORPRIORITY parameters in the IEAOPTxx member of 
SYS1.PARMLIB (default is YES). However this could result in severe application degradation at 
peak times when AAPs or IIPs are saturated.  
So normally what most customers do is to use the default values and allow the possibility of AAP 
and IIP eligible work to also run on standard CPUs when needed. 
 
As a general rule the amount of eligible work which will remain on standard CPUs is reversely 
proportional to the probability of finding an available AAP or IIP engine.  
Current configurations normally include few AAPs and IIPs compared to the number of standard 
CPUs so they tend to be heavily used and the possiblity of finding one of them free is normally 
much lower for AAP and IIP than for standard CPUs. 
 In this situation a consistent amount of AAP and IIP eligible work will be redirected to standard 
CPUs thanks to the "AAP/IIP needs help" algorithm implemented in the z/OS dispatcher. 

7 A real life experience 
 
This experience is related to AAP eligible work but all the concepts and algorithms described in the 
following can be applied to IIP eligible work too.  
 
 
 

                                                 
5 FMID JBB77S9 (z/OS 1.6) and JBB772S (z/OS 1.7). 
6 and, obviously, if there are no AAP and/or IIP installed. 
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7.1 Reporting on AAP eligible work running on standard CPUs 
 
Recently one of our customers started to get an exception alerting about a consistent amount of 
AAP eligible work which was running on standard CPUs. 
 

AREA MESSAGE TIMES OP THRESHOLD ALERT
CEC AAP ELIGIBLE TIME USED IN ONE HOUR 8 GE 1.800,0secs CECELAAP

SYSTEM IIP CAPTURE RATIO FOR SMF 72 RECORDS 12 LT 70,00% IIPCPR72

SYSTEM INREADY TASKS PER LOGICAL CPU 2 GE 1,5 INRDY

SYSTEM PERFORMANCE INDEX 40 GE 1,2 PERFHIGH

APPLICATION CPU DDF TRANSACTION CPU TIME USED IN ONE HOUR 8 GE 900,0secs CPUTRDDF

APPLICATION CPU DDF TRANSACTION IIP TIME USED IN ONE HOUR 1 GE 900,0secs IIPTRDDF

APPLICATION CPU IMS TRANSACTION CPU TIME USED IN ONE HOUR 1 GE 900,0secs CPUTRIMS

APPLICATION CPU JOB BATCH CPU TIME USED IN ONE HOUR 41 GE 900,0secs CPUJOB

APPLICATION CPU OMVS ADDRESS SPACE AAP TIME USED IN ONE HOUR 2 GE 900,0secs AAPOMVS

        EXCEPTIONS   -  THU, 7 FEB 2008

 
Figure 7 

 
Clicking on the AAP ELIGIBLE TIME USED IN ONE HOUR message he got more specific 
reports to control the amount of eligible work running on standard CPUs. 
  

CECSER LPAR SYSTEM 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23
EEEE ZOSD ZOSD 3 2 155 1 1 1 1 1 4 8 14 10 7 7 7 12 339 523 323 649 252 478 191 322

EEEE ZOSC ZOSC 1 1 54 0 0 0 2 2 9 13 13 12 15 7 9 13 11 6 3 1 15 2 2 2

EEEE ZOSF ZOSF 0 0 68 0 0 0 0 0 0 0 0 0 0 0 0 1 0 35 47 0 0 0 0 0

USED 4 3 276 1 1 1 3 2 13 21 26 21 21 14 16 26 350 563 373 650 268 479 193 323

        AAP ELIGIBLE MIPS/HOUR   -  THU, 7 FEB 2008

 
Figure 8 

 
In this case he saw that hundreds of standard CPU MIPS were used by AAP eligible work for many 
hours of the day in the ZOSD system. Drilling down again he realized that most of the AAP eligible 
work was coming from a single address space.  
 

WKL ADDRESS SPACE SRVCLASS 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23

CB WASIA61S WAS5AS   1   1   24  .  .  .  .  .   1   2    2    2    1    1    2    3       3       4       5       5       5       5       4      5 

OMVS J6129109 BATCHOPC  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .   322   502   310   637   241   466   176  306 

OMVS WASIBNA4 OPENMVS  .  .     3  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . . 

OMVS WASIB314 OPENMVS  .  .     3  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . . 

OMVS WASIB414 OPENMVS  .  .     3  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . . 

OMVS J6129111 BATCHOPC  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .       5       1       1       1       1       1      2 

OMVS WASIB214 OPENMVS  .  .     3  .  .  .  .  .  .  .  .  .  .  .  .  .       2  .  .  .  .  .       2 . 

OMVS WASIB114 OPENMVS  .  .     3  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  .  . . 

        AAP ELIGIBLE MIPS / HOUR   -  ZOSD   -   THU, 7 FEB 2008

 
Figure 9 

 
After a quick investigation our customer discovered that a brand new application parsing XML files 
had been started in production at the beginning of February 2008. 
Looking at the statistics in Figure 9 he could estimate at least one additional AAP was needed for 
this new workload. However to justify the additional cost of the AAP he asked us to help him 
evaluate the impact of the AAP eligible work running on standard CPUs on the MSU 4-hour rolling 
average.    
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7.2 Evaluation of the 4-hour rolling average excluding AAP eligible workload 
 
As discussed in Chapter 2, the SMF70LAC field in the SMF 70 records provides the LPAR 4-hour 
rolling average value. 
Using WLM records (SMF 72) it is also possible to estimate the LPAR 4-hour rolling average using 
the hypothesis that most of the AAP and/or IIP eligible workload can run on additional AAP and/or 
IIP engines7. 
 
The following steps need to be performed for all the LPARs hosted on each machine: 

1. Subtract part of the eligible work from each service class period CPU usage (90% in our 
case), 

2. Increment the CPU usage attributed to WLM service class periods in order to account for 
the uncaptured CPU8, 

3. Transform CPU usage into MSU used values, 
4. Sum the MSU used by machine, date and hour, 
5. Calculate the 4-hour rolling average. 

 
Using this calculation we arrived at  the results in Figure 10. 
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Figure 10 

 
The above graph relates to a full month, from the 2nd of February to the 1st of March, as required by 
the IBM Sub Capacity Reporting Tool. 
The red line is the real MSU 4-hour rolling average while the blue area is based on the values of the 
MSU 4-hour rolling average we estimated using the described algorithm. 
 

                                                 
7 We used 90% because we expect that part of the eligible work will continue to run on standard CPUs during shirt 
peaks.   
8 Different workloads have different capture ratio values however as a first approach the system capture ratio can be 
used to increase all service classes CPU usage.  
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SYSTEM DATARIF HOUR MSU4HAV MSU4HAV* Saveable MSUs
CEC 07-feb-08 22 642 586 56
CEC 07-feb-08 23 636 592 44
CEC 07-feb-08 21 612 551 61
CEC 07-feb-08 12 603 600 3
CEC 08-feb-08 0 592 541 51
CEC 18-feb-08 12 590 538 52
CEC 07-feb-08 20 589 524 65
CEC 18-feb-08 11 587 524 63
CEC 06-feb-08 22 581 506 75
CEC 05-feb-08 20 579 506 73
CEC 06-feb-08 21 575 497 78  

Table 3 
 
Looking at the numbers behind the graph (only the highest values) we saw that more than 56 MSUs 
could be saved in this month. 
 
7.3 Will additional AAPs allow you to save money ? 
 
To decide if the acquisition of an additional AAP could be justified, the first element to determine is 
the AAP cost. Based on our knowledge, recent acquisitions from other customers and market 
analysts researches, we estimated it in about 40,000.00 Euros. 
 
But how many AAPs were needed ? Applying a MIPS/MSU ratio of 7,5 (highest value for z9-EC 
machines) we needed approximately  420 MIPS and therefore 1 additional AAP. 
 
Evaluating the software bill savings due to the MSU 4-hour rolling average reduction is a much 
more complicated exercise. 
At this customer site they paid about 2,000.00 Euros per MIPS per year for IBM software. 
But we know that the cost per MIPS curve, IBM uses, makes MIPS much cheaper as the size of the 
machines increase. 
We spent some time searching documents and info on the web and discussing with the accounting 
division on how to evaluate the software reduction cost. In the end we estimated saving 100 Euros 
per MIPS per year (5% of the average cost they have). 
 
The bottom line is that the cost of a new AAP would be recovered in the first year, thanks to the 
software bill reduction (estimated in 42,000.00 Euros per year).  
 
If we estimate costs and benefits on a 3 year basis, then buying an additional AAPs should allow 
our customer to save about 80,000.00 Euros. 

8 Conclusions 
 
The VWLC policy allows you to pay software license fees based on the CPU usage in MSU 
(calculated based on a 4-hour rolling average) instead of the CEC capacity.  
The expected savings could be guaranteed by setting defined and group capacity limits. 
In this paper a technique has been presented to evaluate appropriate limits to achieve the maximum 
MSU savings by accepting a slight degradation of low importance workloads. 
 
Additional savings could be obtained through a full exploitation of AAP and IIP technology. 
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If you are consistently using standard CPUs cycles to run AAP and IIP eligible work you could  
have the opportunity to buy more power and at the same time save money. 
A real life experience has been presented showing how to adapt the described technique to estimate 
the ROI of buying more zAAP and/or zIIP engines. 
 
 

 


