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6 hNode Grid Historical Record 

 

Hydra architecture allows for two grid types: single and multi cluster; so a cluster always belongs to 

a grid. 

However grid configurations are designed to provide high data availability and disaster recovery 

solutions so it’s easy to understand that a single cluster grid has no real practical use. 

A multi cluster grid is composed of
1
 two or more clusters connected by means of a TCP/IP network 

known as grid network; it is used to replicate logical volumes and/or to allow remote logical 

volumes access between clusters. 

 

One record for each cluster belonging to the grid is produced. 

Each record can identify the Grid, Cluster and hNode  and also provides information on the 

hardware characteristics such as: Machine Type, Machine Model,  Machine Serial and VE 

(Virtualization Engine) Code Level. 

 

The most important metrics provided by the hNode Grid historical statistics can be grouped in the 

following topics:  

 

• queuing statistics, 

• throughput statistics. 

 

6.1 Grid queuing statistics  
 

In a grid, you normally want to have multiple copies of some virtual volumes on different clusters. 

To do that you have to specify, by using a Management Class, which data and where (in which 

cluster in the grid) have to be copied. 

 

Another important characteristics to be specified is the Copy Consistency Point, that is when do you 

want a copy to become consistent with the originating data.  

When an application writes data to a logical tape volume, in reality it writes to the tape volume 

cache. When the application ends, data in the TVC are always consistent with the application. 

 

If you decide to have another copy of the logical volume in another cluster you have to copy that 

logical volume from the first TVC to the second one. 

In this case, you can choose between two different consistency points: at volume Rewind/Unload 

time (Immediate Copy) and deferred after Rewind/Unload time (Deferred Copy). 

                                                
1
 A maximum of four clusters is currently allowed.   
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Grid queuing statistics provide, for each cluster, the following information
2
:  

• Average Immediate Queue Age, average age, in seconds, of the logical volumes in the 

immediate copy queue destined to be copied to this cluster; 

• Deferred Queue Age, average age, in seconds, of the logical volumes in the deferred copy 

queue destined to be copied to this cluster; 

• Logical Volumes for Copy, number of logical volumes that are scheduled to be copied to 

this cluster; 

• Data to Copy, amount of data that is scheduled to be copied to this cluster, in MB. 
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Figure 19 

 

The example in Figure 19 shows the daily profile of the average time spent in the Immediate Copy 

queue. 

At certain times the values are very low but rise to between1-2 minutes in the early morning with a 

second peak in the early afternoon.  

 

The average time in the Immediate Copy queue is a measure of the delays experienced by  

applications (normally batch jobs) which need a consistent copy of tape logical volumes on two 

clusters
3
. In fact the application can not complete until the data has been completely copied to the 

TVC of the second cluster. 

 

                                                
2
 All this information are sampled at the end of a 5 minutes interval.  

3
 Copies to more clusters are allowed in the Hydra architecture. 
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Figure 20 

 

In Figure 20 the example shows the daily profile of the average time spent in the Deferred Copy 

queue. Values are much higher than the Immediate Queue ones. They are normally less than 5 

minutes but there is a very high peak in the early morning (almost one hour in the queue) and a 

second peak in the early afternoon (especially for Cluster 1). 

 

The average time in the Deferred Copy queue is a measure of the risk to have data in the remote 

cluster inconsistent with the application. In fact the application completes when data are written in 

the first TVC, data are copied to the TVC of the second cluster at a later time. 
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Figure 21 
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The graph in Figure 21 shows the amount of data waiting to be copied during the day to Cluster 0 

and Cluster 1.  

 

6.2 Grid throughput statistics 

 

Grid throughput statistics provide information about the number of MB moved from one cluster to 

another in the grid when performing the following functions: 

• Copying data
4
 to a remote cluster; 

• Writing data to a remote cluster; 

• Reading data from a remote cluster.  

 

The statistics record layout is, in this case, a bit complicated so it requires some time and efforts to 

understand how these metrics have to be managed. 

 

For each cluster separate statistics are provided for its activity from and to any other cluster.  

Information provided are: 

• Data Copied coming to current cluster from another cluster  

• Data Copied going from current cluster to another cluster  

• Data Written coming to current cluster from another cluster 

• Data Read going from current cluster to another cluster  

• Logical Mounts going from current cluster to another cluster 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 22 

 

This picture (and the underlying statistics)  become more complicated as more than 2 clusters 

cooperate in the grid. Calculating the total cluster throughput in the grid can require considerable 

effort but it is a necessary step in order to evaluate the utilization level of the network adapters used 

to communicate in the grid
5
.    

 

                                                
4
 Both Immediate and Deferred copies. 

5
 Unfortunately the announced additional information about average and maximum throughput of each grid network 

adapter have been dropped in “IBM Virtualization Engine TS7700 Series Statistical Data Format White Paper Version 

1.6”.  
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7 Conclusions 

 

A full understanding of Hydra historical statistics is an essential step in order to perform effective 

Capacity Management activities. 

 

The statistics layout is completely different from the past. Separate records are provided for each 

different component of the Hydra architecture such as vNode, vNode Adapter, hNode, hNode 

Library and hNode Grid.   

Another issue is the number of fields which, especially in the hNode Library record, can be (almost) 

overwhelming. 

 

In this paper we analyzed each of these records focusing on the most important information 

provided and trying to explain what they mean and how to use them. 

 


