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6 hNode Library Historical Record 

 

In chapter 5 we discussed the most important metrics to analyze in order to control the “logical” 

hNode functions based on the TVC. 

However the hNode also manages physical resources such as actual tape drives and media which 

are provided by one or more libraries connected to the cluster the hNode belongs to. 

So the first thing to note is that one record for each library connected to the hNode cluster is 

produced. 

 

Each record allows the identification of the hNode by the Node ID field and provides additional 

information on the hardware characteristics such as: Machine Type, Machine Model,  Machine 

Serial and VE (Virtualization Engine) Code Level. 

To uniquely identify each library used by an hNode additional information are needed, such as: 

Library Machine Type, Library Model Number and Library Sequence Number. 

 

The information provided by the hNode Library historical statistics can be grouped in the following 

topics:  

 

• Physical drives usage, 

• Common Scratch Pool media usage, 

• General Use Pool media usage. 

 

6.1 Physical drives usage 
 

Hydra manages the internal allocation of physical drives to support various functions
1
 such as: 

• pre migration, when a virtual volume is copied from the TVC to a physical tape cartridge; 

the volume becomes a logical volume. 
2
 

• recall, when a logical volume is moved from a physical cartridge back to the TVC; the 

volume becomes a virtual volume again; 

• reclamation, over time logical volume copies on a stacked volume become obsolete and the 

stacked volume contains less and less active data; when the amount of active data on a 

stacked volume falls below the Reclaim Threshold  percentage, that volume is marked 

eligible for reclamation; during reclamation, the active data is copied to another stacked 

volume, leaving the source volume to be used as a scratch. 

 

                                                
1
 At least one physical drive for recall and one drive for pre-migration is reserved. 

2 
When the volume is removed from the TVC, the process is called migration. 
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It’s worth noting that: 

• not having enough drives available for pre-migration can lead to insufficient TVC free space 

and consequent degraded performance due to throttling; 

• if the number of drives for recall is not enough, this can lead to elongated virtual mount 

times for logical volumes being recalled; 

• the number of drives available for recall or copy are reduced during reclamation; two 

physical drives for each reclamation task are needed. 

 

The use of optional functions such as Copy Export, Selective Dual Copy and Copy to other clusters 

in the grid will also increase the use of physical drives.  

 

The following graph shows a comparison of the average
3
 number of used physical drives by cluster. 

The red line represents the number of installed physical drives. The information refers to the 3592-

J1A drive model. Up to 4 different drive models are allowed in the Hydra configuration. 
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Figure 14 

 

All the installed 3592-J1A drives seem to be used for many hours of the day in Cluster 00 while on 

Custer 01 the number of used drives is always less than 50% of the ones installed. 

 

In Figure 15 the number of physical mount operations on 3592-J1A drives, by type, is presented. 

Available physical mount types are: pre migrate, recalls, reclaims and erase
4
. 

 

 

                                                
3
 Additional statistics are available providing also the minimum and maximum number of used drives. 

4
 Expired data on a physical volume remains readable until the volume has been completely overwritten with new data. 

The Secure Data Erase function supports the erasure of physical volumes.  
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Figure 15 

 

In Cluster 00, most of physical mounts 00 are recall mounts with a peak of about 180 mounts in an 

hour; pre migrate mounts are limited while reclaim mounts are very sporadic.   

In Cluster 01 physical mounts are not an issue the recall peak is slightly more than 20 mounts in an 

hour.  

No security erase mounts appear in either cluster. 

 

6.2 Common Scratch Pool usage 
 

Physical volumes
5
 (stacked volumes) are managed by pools. 

The Common Scratch Pool (CSP) is a special pool which contains only scratch stacked volumes. It 

also serves as a reserve pool, from which scratch stacked carts can be borrowed, for the general use  

pools (see 6.3) as they run out of scratch stacked volumes.  

 

Normally some scratch stacked volumes are assigned to each general use pool and most of the 

scratch stacked volumes are left in the CSP. So running out of scratch stacked volumes in the CSP 

can be very critical for the overall Hydra performance.  

 

From the Capacity Planning point of view the number of scratch stacked volumes is a very 

important metric but it’s not enough, you also need to know how much tape free space it 

corresponds to. 

 

Current historical statistics doesn’t provide this second number so you have to calculate the 

available free space in the CSP by multiplying the number of scratches, which is provided in the 

record, by the media capacity for each media type used in the CSP. 

 

                                                
5
 One stacked volume corresponds to one tape cartridge. 
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Up to eight different media types are supported. The table in Figure 16 shows which media type 

corresponds to the code set in the record and the corresponding native capacity in GB
6
 by drive and 

media type. 

 

  3592-JA TS1120 

Media code Media Type Size (GB) Size (GB) 

x00 No media type                -                  -   

x10 3590-J                 30                 -   

x11 3590-K                60                 -   

x20 3592-JA 60/300   60/100/300/500 

x21 3592-JW  60/300   60/100/300/500 

x22 3592-JJ 60 60/100 

x23 3592-JR 60 60/100 

x24 3592-JB                -             700  

x25 3592-JX                -             700  

Figure 16 

 

So for example if you have 100 3590-J and 300 3590-K cartridges in the CSP the total amount of 

tape free space in the CSP is:  

 

(100 * 30 GB) + (300 * 60 GB) = 21.000 GB 

 

 

6.3 General Use Pool usage 
 

The Hydra architecture can potentially have up to 32 General Use Pools (GUP) and each one of 

these can use up to 8 different media types. 

This makes this part of the record very long and complex to manage because you have 256 (32*8) 

GUP-Media instances. 

For each instance the following important variables are provided: 

• scratch volume count, scratch stacked volumes associated with this pool and media type; 

• private volume count, private stacked volumes associated with this pool and media type; 

• borrowed scratch volume count, scratch stacked volumes associated with this pool and 

media type borrowed from the CSP; 

• borrowed private volume count, private stacked volumes associated with this pool and 

media type borrowed from the CSP; 

• waiting for security data erase, physical volumes waiting for erasure of data before 

returning to scratch; 

• read only recovery volume count, physical volumes in read only recovery status; 

• unavailable volume count, physical volumes in unavailable status; 

 

                                                
6
 Media capacity depends on media characteristics, media initialization and tape drives type. 
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Cluster Hnode LIB Serial Pool SCRATCH PRIVATE BSCRATCH BPRIVATE WAITSECE READONRE UNAVAVOL

00 00 10001 01 0 0 2 1480 0 0 0

00 00 10001 CSP 158 0 0 0 0 0 0

Total 158 0 2 1480 0 0 0

01 00 10002 01 0 0 2 1490 0 0 0

01 00 10002 CSP 148 0 0 0 0 0 0

Total 148 0 2 1490 0 0 0

3592-JA

 
 Figure 17 

 

The sample report in Figure 17 presents all this information in a very concise way. 

In this case we have two clusters; each one of them accesses a different library. 

Only GUP 1 is used (default pool). Only the 3592-JA media type is used. 

No physical volumes have been assigned to GUP 1 but all the volumes have been borrowed from 

the CSP.  

In Cluster 00 there are 1.640 volumes: 158 in the CSP pools and 1.482 (2 scratch and 1.480 private) 

in GUP 1. 

In Cluster 01 there are 1.640 volumes: 148 in the CSP pools and 1.492 (2 scratch and 1.490 private) 

in GUP 1. 
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Figure 18 

 

The graph in Figure 18 is useful to track the trend of physical volumes usage on a daily basis. 

   

 

As previously discussed, one of the most important pieces of information you need is how much 

free tape space you have. Free space is partly in the scratch stacked volumes and partly in the 

private ones. 

 

Calculating scratch free space can easily be done if you know the media type you use and how 

many scratch volumes you have in the CSP and in each GUP. 



 

EPV Technologies    

Analyzing Hydra Historical Statistics 6

 

To know the free space in the private stacked volumes you need the following additional 

information which is provided in the record at the GUP level (not by media type): 

• Active Data, amount of data, in MB, managed in the pool; 

• Reclaim Threshold, reclaim threshold percentage for the pool. 

 

In the example in Figure 17, media capacity is 300 GB so to calculate the total and free space in 

Cluster 00 you need to apply the following formulas: 

 

Total free scratch space in CSP  = 158 * 300 GB    = 47.400 GB 

Total free scratch space in GUP 1  = 2 * 300 GB     = 600 GB 

Total space in GUP 1  = 1.480 *300 GB     = 444.000 GB 

Total used private space
7
        = 327.735 GB 

Total free private space in GUP 1  = 444.000 GB – 327.735 GB  = 116.265 GB 

 

 

Grid historical statistics will be discussed in the last part of this paper. 

 

                                                
7
 From the Active Data record field. 


