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Introduction  
 
Often we don’t give any special attention to rare malfunction events and we don’t dedicate time to 
additional work which can provide more accurate results. We tend to follow the famous rules of 
thumb which say that the extra effort is not worth the outcome (80/20 Pareto principle) or that when 
the resource utilization is low there are no problems.  Over the last few years I have found that these 
rules of thumb are not always true. In many cases the extra effort allowed me to discover things 
which helped optimize the usage of our hardware resources and avoided moments of 
embarrassment. In this paper I will discuss some of these issues and describe how they could be 
addressed.  
 

1 Missing Systems 
 
In a large capacity management project one could easily be collecting performance data from 
hundreds or thousands of systems. In my experience it is very important to always have all the 
systems performance data in order to be able to evaluate performance problems and know where 
you have free capacity which can be used by your workloads.  
From time to time such performance data may not be transferred to our reporting server due to 
network problems, system hardware or software malfunctions or simple system maintenance. It is 
always wise to maintain the collected performance data on the server for a certain number of days 
so your procedure can recover the data that was not transferred in case of need. Some agents have 
the capability to automatically transfer the data which was not transferred when the malfunction is 
solved.    
One of Murphy’s law which I usually meet is “When you really need something, it’s either not 
available, or can't be found.”. Probably this is the day when your boss was asked for information 
about this system from some other manager that urgently needed it.  
In order to avoid this embarrassment after so much work we have already invested we can simply 
create an automatic procedure which creates a list of the systems that should be monitored daily. If 
one of the systems in this list has not arrived then there should be an exception reported and an 
email written to the interested group.   
Of course there should be a parameter which should specify the number of days you want the group 
to be notified. After a certain period it doesn’t make any sense to keep on notifying somebody that 
does not care but at least you are protected. 
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The following table shows an example of how missing systems can be reported: 
 

 
Figure 1 

 
In this example the data for system rome93 has not arrived for three days. We can also see the 
environment “PROD” and application “BANKING” assigned to the system. This can help us 
understand how important the data can be to the organization. 
 

2 Too many systems 
 
In some very large environments only mission critical systems are taken into consideration in order 
to avoid processing large amounts of data and the need to wait a long time until the reports are 
ready. In these cases the performance agents are installed temporary on some systems because there 
is a need to know where we can get additional resources from, to check performance results from 
test systems or to know if the resources are effectively used. In my opinion it would be best to have 
the performance agents installed and working on all systems. The large amount of data can be dealt 
with by increasing the collection interval for non important systems while the reporting preparation 
time can be reduced by reporting by exception in order to reduce the amount of reports to be 
created. One reporting exception method we use is based on categorizing the system in a “LOW” 
and “HIGH” category. The “HIGH” group signifies that at least one of the system’s critical 
resources passed one of the defined thresholds. The reporting system will create detail reports only 
for the systems categorized as ‘HIGH’ and a small summary page for the systems categorized as 
“LOW”. This method saves computer resources and dramatically decreases the report preparation 
time.     
 
The following example shows a table categorizing the systems as “LOW” and “HIGH” 
 

 
       Figure 2 

 
 
In this example the system named milan120-da is categorized as a “LOW”.  
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The following example shows the summary table names milan120-da categorized as “LOW” 
 

 
                                                                        Figure 3       
 
In this example you can see the maximum values that were reported in the interval for the system 
which is in the “LOW” category. 
  

3 Processes in Loop 
 
In all performance and capacity planning studies the CPU utilization is one of the most important 
metric. I have found that it’s not uncommon to find single processes loop continuously on this 
expensive resource.  
This phenomenon is not obvious or easy to intercept because we mostly concentrate on the total 
CPU utilization of the machine or system which could be very low due to the large amount of active 
processors while  a single process could monopolize one or more processors.  
One possible way to locate looping processes  is to check if a process is using a constant amount of 
CPU with a small deviation for more than a certain reasonable period.  
Other indications to find processes in loop can be continuous disk busy or page out activity (see 
next chapters). Occasionally the user crontab entries should also be checked for various monitors, 
test shell scripts or tracing utilities which have been forgotten to be removed. 
 
The following table shows an example of processes in loop: 
 

 
Figure 4 

 
In this example one can see that the process agent-root-966724 (process_name-user-pid) running on 
system rome100-bck is consuming almost 1 processor (0,9) for 24 hours (FREQ).  
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4 Memory Hogs 

Insufficient memory can cause system performance degradation and abnormal behavior. These 
problems can be caused by defining insufficient page datasets, incorrect memory tuning parameters, 
insufficient physical memory and memory hog processes.  

A memory hog process is a process which always increments its memory usage gradually in time. 
Usually the increments are similar but I have also seen cases where the increments were variable. 
Many people don’t pay special attention to this problem because it is not something that hurts them 
immediately but when the system crashes or there is an abnormal behavior nobody knows what 
happened because there is no trace or log that points to the problem.  

Usually this problem can start after a system maintenance or software maintenance so this is the 
reason why I think it is always important to keep track of the processes memory usage. It is also 
possible to get a warning by keeping track of the available free memory or page dataset memory 
used but at the end we need to get the process data to identify the culprit.  

The following tables shows an example of a memory hog process: 

 

Figure 5 

In this example we can see the starting memory size “MIN MB” and the ending memory size 
“MAX MB” of the process each day. The difference between these values is the amount of 
increased memory the process has grown each day “DIFF MB”.  
The “%MEM” column is the percent of physical memory the process would need. As you can see 
this number is always incremented.  
 

5 Continuous disk busy activity 
 
High disk busy activity can be normal due to heavy database activity and backup management 
routines. However in most organizations it is not normal to see disks busy 24 hours a day.    
Continuous disk busy activity can be caused by processes in loop or memory problems (see 
Continuous page out activity).  
 

6 Continuous page out activity 
 
In general our objective is to avoid page out activity but in some cases we can accept sporadic page 
activity.  Continuous page out activity can be caused by insufficient physical memory, processes in 
loop or incorrect memory settings.  



 
EPV Technologies    

 5

In some products such as Oracle (“SGA”)  it is possible to allocate a portion of the physical 
memory. Allocating too much physical memory to these products can cause other processes to page 
out because there is not sufficient physical memory for them.  
Some operating systems also provide tuning parameters where you can decide in percent how much 
file system pages and active memory pages can be used in physical memory. Providing a high value 
to the file system pages will cause the system to page.  
 

7 Process CPU capture ratio 
 
Process CPU capture ratio indicates the amount of CPU we succeed to capture from all the 
processes executed compared to the CPU used by the system in the same interval.  
In UNIX environments it is very important to track this ratio because the collection of the process 
statistics is based on snapshots taken at different intervals. In many cases we can account for only a 
small portion of the CPU used  in each interval due to short running processes, processes that start 
after the interval and processes that finish before the end of the interval. 
In order to improve the capture ratio we need to reduce the time interval taken between the 
snapshots. 
 
The following table shows an example of the process CPU capture ratio: 
 

 
Figure 6 

 
 
In this example the column “INTERVAL” specifies the collection interval (the snapshots are 
executed every 10 minutes). The “MIN-RATIO” shows  the minimum hour CPU capture value in 
the day and the “MAX-RATIO” shows the maximum hour CPU capture ratio  in the day. The 
“MAX %CPU” shows the maximum CPU utilization in the day.   
In general the system CPU utilization is directly correlated with the CPU capture ratio. In other 
words  the higher the CPU utilization the higher the CPU capture ratio.  
 

8 Response times 
 
One of the main problems in the UNIX world is to get response times from the online and batch 
activity. In order to get a general idea of the system response time one could schedule a procedure 
that is only CPU oriented in the crontab table that would be executed every minute. In this way the 
results should be stable and not be influenced by accessing specific disks in contention with other 
programs. 
It is important that this procedure consumes a very small amount of CPU so it does not become one 
of the major consumers in the system. The elapsed time and CPU times of the procedure could be 
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measured with the UNIX time command and written to an external file which could be used for 
further analysis.  
If this procedure was executed on all systems one could also compare the single CPU speeds 
between the systems based on these instructions.  
 
The following table shows an example of the maximum and average response times. 
 

 
Figure 7 

 
The “AVG RESP” column shows the average response of the procedure from all the day while the 
“MAX RESP” column shows the maximum response time for the interval.  
The system rome58 has an interval with a max response time 4 times larger than the average 
response. The reasons need to be analyzed.  
 

9 Scheduled procedures 
 
Over the years many scripts have been scheduled by different users to perform automatic tasks.  
Periodically one should understand if they are still valid and check the amount of CPU resources 
they are using. In order to do this, one needs to modify the crontab entries with the time command 
and direct the output to an output file which can be analyzed.  
 
In the following table one can see the username, procedure name, number of times executed, 
average response time, total CPU used and schedule times. 
 

 
Figure 8 
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10 Heavy commands 
 
In Unix different commands can provide the same results but consume different resources.  
The following commands return the IBM machine serial number. As you can see from this 
example, the first command takes 225.5 times more elapsed (real) than the second command.    
 
 time /usr/sbin/lsconf  | grep "Machine Serial" |awk '{print $1,"\t" $4}' 
  
real    0m36.08s 
user    0m1.19s 
sys     0m0.65s 
  
time /usr/sbin/lsattr -El sys0|grep "systemid"|cut -b23-29 
  
real    0m0.16s 
user    0m0.01s 
sys     0m0.01s 
 

Conclusions 
 
This paper tries to show various aspects we need to be aware of  in our performance analysis and 
capacity planning tasks that can help us save valuable resources and improve performance. 
As Murphy says “Left to themselves, things tend to go from bad to worse”.  
 
 
 
 

 

 


